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Abstract

We considerthe task of tuning hyperparametersy SVM modelsbasedon min-

imizing a smoothperformancevalidationfunction, e.g., smoothedk-fold cross-
validationerror, usingnon-linearoptimizationtechniques.The key computation
in this approachs that of the gradientof the validationfunction with respecto

hyperparametersaiVe shav thatfor large-scalgroblemsinvolving a wide choice
of kernel-basednodelsandvalidationfunctions,this computatiorcanbevery ef-

ciently done;oftenwithin just afraction of thetrainingtime. Empirical results
shav thatanearoptimalsetof hyperparametersanbeidenti ed by ourapproach
with very few trainingroundsandgradientcomputations.

1 Intr oduction

Considerthe generalSVM classi er modelin which, givenn training examplesf (x;;yi)gi, , the
primal problemconsistf solvingthefollowing problem:
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wherel denotesalossfunctionoverlabelsy; 2 f+1; 1gandtheoutputso onthetrainingset. The
machines outputo for ary examplex isgivenaso=w (x) b= J-”:l ivik(x; xi) bwhere
the ; arethedualvariablesbis thethresholdparameteand,asusual,computationsnvolving
arehandledusingthekernelfunction: k(x; z) = (x) (z). For example,the Gaussiarkernelis
givenby

k(x;z) = exp( kx zk?) 2)
TheregularizationparameteC andkernelparametersuchas comprisethevectorh of hyperpa-
rametersn the model. h is usuallychoserby optimizing a validationmeasurgsuchasthe k-fold
crossvalidationerror) on a grid of values(e.g. a uniform grid in the (log C;log ) space).Such
a grid searchis usuallyexpensve. Particularly, whenn is large, this searchis sotime-consuming
thatoneusuallyresortgo eitherdefault hyperparametevaluesor crudesearclstratgies. The prob-
lem becomesnoreacutewhentherearemorethantwo hyperparameterd-or example,for feature
weighting/selectiopurpose®nemaywishto usga(thefollowing ARD-Gaussiarkernel:

k(x; z) = exp( 'kx!  Z'k?) ()

t
where ! = weightonthet!" feature.In suchcasesagrid basedsearchs ruledout. In Figurel (see
section5) we shav contourplots of performancesf anSVM onthelogC log planefor areal-
world binaryclassi cationproblem.Theseplotsshaw thatlearningperformancéehaes“nicely” as



afunctionof hyperparameterdntuitively, asC and arevariedoneexpectsthe SVM to smoothly
transitionfrom providing under tting solutionsto over tting solutions.Giventhatthis phenomenon
seemgo occurroutinelyon real-world learningtasks,a very appealingandprincipledalternatve to
grid searchs to considera differentiableversionof the performancevalidationfunctionandinvoke
non-lineargradient-basedptimizationtechniquegor adaptinghyperparametersSuchanapproach
requireshe computatiorof the gradientof the validationfunctionwith respecto h.

Chapelleetal. (2002)give anumberof possibilitiesfor suchanapproachOneof theirmostpromis-
ing methodsds to usea differentiableversionof the leave-one-ou{LOO) error. A majordisadan-
tageof this methodis thatit requiresthe expensve computationand storageof the inverseof a
kernelsub-matrixcorrespondindo the supportvectors. It is worth noting that, evenif, on some
large scaleproblemsthe supportvectorsetis of amanageablsizeatthe optimalhyperparameters,
the correspondingsetcan be large whenthe hyperparametevectoris away from the optimal; on
mary problems,sucha far-off region in the hyperparametespaceis usuallytraversedduring the
adaptatiorprocess!

We highlight the contritutionsof this paper

(1) We considerdifferentiableversionsof validation-set-basedbjective functionsfor modelselec-
tion (suchask-fold error) andgive anef cient methodfor computingthe gradientof this function
with respectto h. Our methoddoesnot requirethe computationof the inverseof a large kernel
sub-matrix. Instead,it only needsa single linear systemof equationgo be solved, which canbe
doneeitherby decompositioror conjucate-gradientechniques.in essencethe costof computing
thegradientwith respecto h is aboutthe same andusuallymuchlessetthanthe costof solving(1)
for agivenh.

(2) Our methodis applicableto awide rangeof validationobjective functionsandSVM modelsthat
may involve mary hyperparameterg-or example,a variety of lossfunctionscanbe usedtogether
with multiclassclassi cation,regressionstructuredbutputor semi-supervise&VM algorithms.
(3) Large-scaleempirical resultsshowv that with BFGS optimization, just trying about10-20 hy-
perparametepoints leadsto the determinationof optimal hyperparameters.Moreover, even as
comparedo a ne grid searchthe gradientprocedureprovides a more preciseplacemenof hy-
perparameterieadingto bettergeneralizatiorperformance The bene t in termsof ef ciency over
thegrid approachs evidentevenwith justtwo hyperparameterdie alsoshowv theusefulnessf our
methodfor tuningmorethantwo hyperparameterghenoptimizingvalidationfunctionssuchasthe
F measurandweightederrorrate. Thisis particularlyusefulfor imbalancegroblems.

This paperis organizedasfollows: In section2, we discussthe generalclassof SVM modelsto
which our methodcanbe applied. In section3, we describeour framewvork andprovide the details
of thegradientcomputatiorfor generalalidationfunctions.In sectiord, we discusshow to develop
differentiableversionsof several commonperformancevalidationfunctions. Empirical resultsare
presentedn section5. We concludethis paperin section6. Dueto spacdimitations, several details
have beenomittedbut canbe foundin thetechnicalreport(Keerthietal. (2006)).

2 SVM Classi cation Models

In this sectionwe discusgheassumptionsequiredfor our methodto beapplicable.ConsidelSVM
classi cation modelsof the form in (1). We assumehat the kernel functionk is a continuously
differentiablefunction of h. ThreecommonlyusedSVM loss functionsare: (1) hingeloss; (2)
squarechingeloss; and(3) squaredoss. In eachof thesecasesthe solutionof (1) is obtainedby
computingthe vector thatsolvesa dual problem. The solutionusuallyleadsto a linear system
relating andb:

P b ~ q 4)

whereP andq are,in generalfunctionsof h. We malke the following assumptioniocally around
h (at which we are interestedin calculating the gradient of the validation functionto be de ned
soon)P andq are continuoushdifferentiablefunctionsof h. We write down P andq for the hinge
lossfunctionanddiscusghe validity of the abore assumptionDetailsfor otherlossfunctionsare
similar.



Hinge loss. I(0;;y;) = maxf0;1 y;0,0. After the solutionof (1), the training setindicesget
partitionedinto threesets:1g = fi: ;= 0g,Ic=fi: ;= Cgandl, = fi:0< ;< Cg. Let

0, ¢ usYe Yur€, €, uw, uwu €tcbeappropriatelyde ned vectorsandmatrices.Then(4) is
givenby

— . — . uu yU u —_ eu uc ¢
R A T A ©
If the partitionslg, I andl, do not changelocally arounda given h thenassumptior2 holds.
Genericallythis happengor almostall h.

The modi ed Huber loss function can also be used,thoughthe derivation of (4) for it is more
compl thanfor the threeloss functionsmentionedabore. Recently weightedhinge loss with
asymmetrianaigins (Grandwaletet al., 2005)hasbeenexploredfor treatingimbalancecroblems.

WeightedHinge loss. I(0;;y;) = CimaxfO;m; vyiog. whereCi = C.,mj = my ify; = 1
andCi = C ,mj=m ify; = 1 Becausé&C, andC arepresentthehyperparameteC in (1)
canbeomitted. The SVM modelwith weightedhingelosshasfour extra hyperparameter€;.,. ,C ,
m. andm , apartfrom thekernelhyperparameterOur methodsn this paperallow the possibility
of efciently tuningall theseparametersogethemwith kernelparameters.

The methoddescribedin this paperis not specialto classi cation modelsonly. It extendsto a
wide classof kernelmethodgor which theoptimality conditionsfor minimizing atrainingobjectve
function canbe expressedasa linear system(4) in a continuouslydifferentiablemannet. These
includemary modelsfor multiclassclassi cation,regressionstructurecbutputandsemi-supervised
learning(seeKeerthietal. (2006)).

3 The gradient of a validation function

Supposeéhatfor the purposeof hyperparametetuning, we aregivena validationschemenvolving
a smallnumberof (training set,validationset)partitions,suchas: (1) usinga singlevalidationset,
(2) k-fold crossvalidation, or (3) averagingover k randomlychosen(training set, validation set)
partitions.Our methodappliesto ary of thesethreeschemesTo keepnotationssimple,we explain
theideasonly for schemd1) andexpandon the otherschemesowardsthe endof this section.Note
thatthroughouthe hyperparameteoptimizationprocessthetraining-\alidationsplitsare x ed.

Letfx; oL, denotehevalidationset.LetKy; = k(>;X;) involving akernelcalculationbetween
anelementof a \.g,alidation setwith an elementof the training set. The outputon the I validation

exampleiser = ; YK} bwhich,for corveniencewe will rewrite as
o= | (6)
where isavectorcontaining andb, and | is avectorcontainingy;Ki,i = 1;:::;nand las

thelastelementcorrespondingo b). Let ussupposehatthemodelselectionproblemis formulated
asanon-linearoptimizationproblem:

h? = argminf (61;:::;6x) 7
h
wheref is adifferentiablevalidationfunctionof theoutputse, whichimplicitly dependonh. In the
next sectionwe will outlinetheconstructiorof suchfunctionsfor criterialike errorrate,F measure

etc. We now discussthe computationof r yf . Let denotea genericparametein h andlet us
represenpartial derivative of somequantity sayv, with respectto asv. Beforewriting down

expressiondor f_, let usdiscusshow to get _. Differentiating(4) with respecto gives
P+R =g ) -=P%ad R) ®)

Now let uswrite down f—.

Xt
f= (@=0@)a )

=1

!infact,themainideaseasilyextendwhenthe optimality conditionsform anon-linearsysterin ( ;b) (e.g.,
in KernelLogistic Regression).



whereeg, is obtainedby differentiating(6):
6 = |T_+ _'_T (10)

Thecomputatiorof —in (8) is the mostexpensve step,mainly becausét requiresP 1. Notethat,
for hingeloss,P ! canbe computedn a somevhatcheapemway: only a matrix of the dimension
of I, needsto be inverted. Eventhen,in large scaleproblemsthe dimensionof the matrix to be
inverted can becomeso large that even storingit may be a problem; even whenlarge storageis

possible the inversecanbe very expensie. Most times, the effective rank of P is muchsmaller
thanits dimension.Thus,insteadof computingP ! in (8), we caninsteadsolve

P_=( R) (11)

for _approximatelysingdecompositionmethod=or iterative methodssuchasconjucate-gradients.
This canimprove ef ciency aswell astake careof memoryissuesy storingP only partially and
computingtheremainingpartsof P asandwhenneededSincetheright-hand-sidevector(q P )
in (11) changedor eachdifferent with respecto which we aredifferentiating,we needto solve
(11) for eachelemenbf h. If thenumberof elementof h is notsmall(say we wantto use(3) with
the MNIST datasetvhich hasmorethan 700 features}hen,evenwith (11), the computationsan
still remainvery expensve.

We now give a simpletrick thatshavs thatif the gradientcalculationsarere-omganized,thenob-
taining the solutionof just a singlelinear systenmsufces for computingthe full gradientof f with
respecto all elementof h. Let usdenotethe coefcient of & in the expressiorfor f—in (9) by |,

ie.,
1= @=@ (12)
Using (10) andpluggingthe expressiorfor _from (8) into (9) gives
X X X
f= 16 = (TP Mo R+ f)=d(@ P)+( 1) (13)
[ [ |
whered is the solutionof X
=C ) (14)

[
Thebeautyof thereoiganizationin (13)is thatd is the samefor all variables in h aboutwhichthe
differentiationis beingdone. Thus(14) needgo be solved only once. In concurrentvork (Seeer,
2006)hasuseda similarideafor kernellogistic regression.

As a word of caution,notethat P may not be symmetric. See,e.g.,the P arising from (5) for
the hinge loss case. Also, the partscorrespondingo zero componentshould be omitted from
calculationsandthe specialstructureof P shouldbe utilized,e.qg..for hingelosswhencomputing
P the partsof P_correspondindo o (see(5)) canbeignored. Thelinear systemin the abore
equationcanbeefciently solvedusingconjugategradienttechniques.

The sequencef stepsfor the computatiornof the full gradientof f with respecto h is asfollows.
Firstcompute | from (12). For variouschoicesof validationfunction, we outline this computation
in the next section. Thensolwe (14) for d. Then,for each use(13) to getall the derivatives of
f . The computationof R- hasto be performedfor eachhyperparameteseparately In problems
with mary hyperparametershis is the mostexpensve partof the gradientcomputation.Note that
in somecasese.g., = C, P isimmediatelyobtained.For = or {, whenusing(2,3),one
cancachepairwisedistancecomputationsvhile computingthe kernelmatrix. We have found (see
sectionb) thatthe costof computingthegradientof f with respecto h to beusuallymuchlessthan
the costof solving (1) andthenobtainingf .

We canalsoemploy the above ideasin a validation schemewhereone usesk training-validation
splits (e.gin k-fold cross-alidation). In this case for eachpartition one obtainsthe linear system
(4), correspondingvalidation outputs(6) and the Ilngslr systemin (14). The gradientis simply

computecby summingover thek partitions,i.e., f—= " () wheref(¥) is givenby (13) using
thequantitiesP; g; d etcassociateavith thek™ partition.

The modelselectionproblem(7) may now be solved using, e.g., Quasi-N&vton methodssuchas
BFGSwhich only requirefunction valueandgradientat a hyperparametesetting. In particular



reachingthe minimizer of f too closelyis not important. In our implementationsve terminate
optimizationiterationswhenthefollowing looseterminationcriterionis met: jf (h**1)  f (hk)j
10 3jf (hk)j, whereh®*? andh* areconsecutie iteratesin the optimizationprocess.

A generalconcernwith descenimmethodsis the presenceof local minima. In section5, we make
someencouragingempiricalobsenationsin this regard, e.g.,local minima problemsdid not occur
fortheC; tuningtask;for several othertasks,startingpointsthatwork surprisinglywell couldbe
easilyobtained.

4 Smoothvalidation functions

We considervalidation functionsthat are generalfunctionsof the confusionmatrix, of the form
f (tp; f p) wheretp is thenumberof true positvesandf p is thenumberof falsepositives.Let u(z)
denotethe unit stepfunctionwhichis 0 whenz < 0 and1 otherwise.Denotety = u(y 6), which
evaluatesto 1 ifpthe I exampleis porrectly classi ed and 0 otherwise. Then, tp andf p canbe
writtenastp = ., _, t,fp= |, _ (1 ). Letr, andr bethenumberof validation
examplesn the positive andnegative classesThe mostcommonlyusedvalidationfunctionis error
rate

Error rate (er) is simply the percentagef incorrectpredictionsj.e.,er = (r+ tp + f p)=n.

For classi cationproblemswith imbalancedlassesdt is usualto considereitherweightederror rate
or afunctionof precisionandrecall suchasthe F measue.

WeightedErr or rate (wer) isgivenbywer = (r.  tp+ fp)=(r+ + n ), where istheratio
of the costof misclassi cationsof the negative classto thatof the positive class.

F measute (F) is theharmonicmeanof precisionandrecall: F = 2tp=(r+ + tp + f p)

Alternatively, onemaywantto maximizeprecisionundera recall constraint,or maximizethe area
underthe ROC Curveor maximizethe precision-ecall brealevenpoint SeeKeerthiet al. (2006)
for adiscussioron how to treatthesecases.

It is commonpracticeto evaluatemeasuresik e precision,recalland F measurewvhile varying the
thresholdon the real-valued classi er output, i.e., at ary given threshold o, tp andf p canbe
rede nedin termsof thefollowing,

th = u(yvi(e@ o) (15)

For imbalancedroblemsonemaywish to maximizea scoresuchasthe F measurever all values
of o. In suchcasesit is appropriateo incorporate o asanadditionalhyperparametethatneeds
to be tuned. Suchbias-shiftingis particularly also useful as a compensatioormechanisnfor the

mismatchbetweentraining objective function andvalidationfunction; often oneusesan SVM as
the underlyingclassi er eventhoughit is not explicitly trainedto minimize the validationfunction

thatthe practitionertruly caresabout.In section5, we make someempiricalobsenationsrelatedto

this point.

Thevalidationfunctionsdiscusse@bove arebasedndiscretecounts.In orderto usegradient-based
methodssmoothfunctionsof h areneededTo develop smoothversionsof validationfunctions,we
de ne s, whichis asigmoidalapproximatiorto & (15) of thefollowing form:

s =1Hl+exp( (e o))l (16)

where ; > Ois asigmoidalscalefactor In geneml, o; 1 maybefunctionsof the validationout-
puts. (As discusse@bore, onemayalternatvely wish to treat o asanadditionalhyperparametey
Thescalefactor ; in uenceshow closelys, approximateshe stepfunctiont; andhencecontrols
the degree of smoothnesé building the sigmoidalapproximation. As the hyperparametespace
is probed,the magnitudeof the outputscanvary quite a bit. ; takesthe scaleof the outputsinto
account.Below we discussrariousmethodgo set o; 1.

We build a differentiableversionof sucha function by simply replacingt; by s;. Thus,we have

f = f(s1:::84). Thevalueof | (12)is givenbyl: |

L@@, X @G @, X @G @

"e@ | @e @ | @e: o )
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Figurel: Performanceontoursfor IJCNNwith 2000training points. The sequencef pointsgen-
eratecby Gradareshavn by  (bestis in red). The pointchoserby Grid is shavn by in red.

wherethe partial derivatives of s; with respectto 6; o; 1 canbe easily derived from (16) and
(@=@) = (@=@p)(Ar=@) + (@=@p)(@p=-@).

We now discussthree methodsto computethe sigmoidal parameters o; 1. For eachof these
methodsthe partial derivativesof ; 3 with respecto 6 canbe obtained(Keerthiet al. (2006))
andusedfor computing(17).

Direct Method. Here,we simply set, ¢ = 0, 1 = t=, where denotesstandarddeviation
of the outputsf ey g andt is a constantwhich is heuristicallysetto some x ed valuein orderto
well-approximatehe stepfunction. In ourimplementatiorwe uset = 10.

Hyperparameter Bias Method. Here,wetreat o asahyperparameteandset ; asabove.

Minimization Method. In this method,we obtain o; ;1 by performingsigmoidal tting based
on unconstrainedninimization of somesmoothcriterion N, i.e., ( o; 1) = argming=N. A

naturalchoiceof N is basedn Platt's method(Platt(1999))wheres; is interpretecasthe posterior
probability that the classof ,b‘h validation exampleis y;, andwe take N to be the Nggative-La@-
Likelihood N = Ny = i log(s1). Sigmoidal tting basedon Np| hasalsobeenpreviously
proposedn Chapelleetal. (2002). Theprobabilisticerror rate: per = (1 s;)=randf = Ny

aresuitablevalidationfunctionswhich go well with thechoiceN = Ny;.

5 Empirical Results

We demonstratéheeffectivenesof ourmethodon sereralbinaryclassi cationproblems. TheSVM
modelwith hingelosswasused.SVM trainingwasdoneusingthe SMO algorithm. Five fold cross
validationwasusedto form thevalidationfunctions.Four datasetsvereused:Adult, IJCNN, Vehicle
andSplice The rst threeweretaken from http://wwwcsientu.edu.tw/"cjlin/libsvmtools/datasets/
andSplicewastakenfrom http://ida. r st.fraunhoferde/ raetst/. The numberof examples/features
in thesedatasetsare: Adult 32561/123;1IJCNN 141691/22;\ehicle 98528/100;and Splice
3175/60. For eachdatasettraining setsof different sizeswere chosenin a class-wisestrati ed
fashion;theremainingexamplesformedthetestset.

The Gaussiarkernel (2) andthe ARD-Gaussiarkernel (3) wereused. For (C; ) tuning with the
GaussiarKernel,we alsotried thepopularGrid overal5 15grid of values. For C; tuningwith
thegradientmethod thestartingpointC = = 1 wasused.

Comparison of validation functions. Figure 1 shawvs the contoursof the smoothedvalidation
error rate andthe actualtesterror rate for the IJICNN datasetwvith 2000training exampleson the
(log C;log ) plane.Grid andGrad respectiely denotethe grid andthe gradientmethodsapplied
tothe(C; ) tuningtask.We usedf = er smoothedwith thedirectmethodfor Grad. It canbeseen
thatthe contoursarequite similar. We alsogenerateaorrespondingontourgomitted)for f = per
andf = Ny (seeendof section4) andfoundthatthe validationer with the directmethodbetter
representthetesterrorrate. Figurel alsoshaws thatthe gradientmethodvery quickly plungesnto
thehigh-performanceegionin the(C; ) space.

Comparison of Grid and Grad methods. For varioustraining setsizesof IJCNN, in Table1, we
comparethe speedandgeneralizatiorperformanceof Grid and Grad, Clearly Grad is muchmore



efcient thanGrid. Thegoodspeedmprovementis seenevenat smalltrainingsetsizes.Although
theefciency of Grid canbeimprovedin certainways(say by performinga crudesearchollowed
by are ned search by avoiding unnecessargxploration of dif cult regionsin the hyperparame-
ter spaceetc) Grad determineghe optimal hyperparametermore precisely Table2 compares
Grid andGrad on Adult and \ehicledatasetdor varioustraining sizes. Thoughthe generalization
performancef thetwo methodsareclose,Grid is muchslower.

Tablel: Comparisorof Grid, Grad & Grad-ARDon [IJCNN& Splice nf= numberof hyperparam-
etervectorstried. (For Grid, nf= 225.) cpu= cputime in minutes.erate=% testerrorrate.

Grid Grad Grad-ARD
Nirg cpu erate | nf cpu erate | nf cpu erate
IJCNN

2000 10.03 295|111 458 287 |28 563 265

4000 | 38.77 242 |12 1140 242 |13 840 214

8000 | 218.92 176 | 14 6858 1.77 | 17 3858 1.50

16000 | 1130.37 1.24 | 12 127.03 1.26 | 20 154.03 1.08

32000 | 5331.15 091 | 9 38220 091 | 7 269.16 0.82
Splice

2000] 1142 9.19[13 757 817[37 35.04 349

Table2: Comparisorof Grad & Grid methodson Adult & \Vehicle De nitions of nf, cpu& erate
areasin Tablel. For Vehicleandnyy =16000,Grid wasdiscontinuechfter5 daysof computation.

Adult \ehicle
Grad Grid Grad Grid
Nirg nf cpu erate cpu erate | nf cpu erate cpu erate
2000 9 3.62 16.21 8.66 16.14| 7 250 1358 1525 13.84
4000 | 16 1598 1564 | 3753 1595| 5 8.60 13.29| 135.28 13.30
8000 | 10 52.17 15.69| 306.25 1559| 9 83.10 12.84| 1458.12 12.82
16000| 6 256.40 15.40| 3667.90 15.37| 6 360.88 12.58 - -

Feature Weighting Experiments. To studythe effectivenesof our gradient-basedpproachwhen
mary hyperparameterare presentwe usethe ARD-Gaussiarkernelin (3) andtune C together
with all the ''s. As before,we usedf = er smoothedwith the direct method The solutionfor

Gaussiarkernelwasseededisthe startingpoint for the optimization.Resultsarereportedn Table
1 as Grad-ARDwhere cpu denotesthe extra time for this optimization. We seethat Grad-ARD
achievessigni cant improvementdn generalizatiorperformancever Grad without increasinghe

computationatostby mucheventhoughalarge numberof hyperparameterarebeingtuned.

Maximizing F-measure by thresholdadjustment. In section4 we mentionedaboutthe possi-
ble value of thresholdadjustmentvhenthe validation/tesfunction of interestis a quantitythatis
differentfrom error rate. We now illustratethis by taking the Adult datasetwith F measue. The
sizeof the training setis 2000. Gaussiarkernel(2) wasused. We implementedwo methods:(1)
weset o = 0andtunedonly C and ; (2) we tunedthethreehyperparameter€, and . We
ranthe methodson tendifferentrandomtraining set/tessetsplits. Without (, the mean(standard
deviation) of F measurevalueson 5-fold crossvalidationandon thetestsetwere: 0.6385(0.0062)
and 0.6363(0.0081). With ¢, the correspondingraluesimproved: 0.6635(0.0095)and 0.6641
(0.0044).Clearly theuseof g yieldsaverysigni cant improvementonthe F-measureTheability
to easilyincludethethresholdasanextrahyperparametes avery usefuladvantagefor our method.

Optimizing weighted error rate in imbalanced problems. In imbalancedproblemswherethe
proportionof examplesin the positive classis small, one usually minimizesweightederror rate
wer (seesection4) with a small valueof . Onecanthink of four possiblemethodsin which,
apartfrom the kernelparameter andthreshold o (we usedthe Hyperpaameterbias methodfor
smoothening)we include other parameterdy consideringsub-case®f the weightedhinge loss
model(seesection2) — (1) UsualSVM:Setm. = m = 1,C. = C,C = C andtuneC. (2)
Setm, =m =1C, = C,C = CandtuneC. (3)Setm, = m = 1landtuneC, and
C treatingthemasindependenparameters(4) Usethefull WeightedHinge lossmodelandtune



C+,C ,m; andm . To comparehe performancef thesemethodswe took the [JCNN dataset,
randomlychoosing?000trainingexamplesandkeepingtheremainingexamplesasthetestset. Ten
suchrandomsplitsweretried. We take = 0:01. Thetop half of Table 3 reportsweightederror
ratesassociateavith validationandtest. Theweightedhingelossmodelperformsbest.

Table3: Mean(standardleviation) of weighted( = 0:01) errorratevaluesonthelJCNNdataset.

C.=C,C =C|C=C,C = C]] C:,C tuned | Full WeightedHinge
With ¢
Validation | 0.0571(0.0183) 0.0419(0.0060) | 0.0490(0.0104) | 0.0357(0.0063)
Test| 0.0638(0.0160) 0.0549(0.0098) | 0.0571(0.0136) | 0.0461(0.0078)
Without ¢
Validation | 0.1953(0.0557) 0.1051(0.0164) [ 0.1008(0.0607) 0.0364(0.0061)
Test| 0.1861(0.0540) 0.0897(0.0154) | 0.0969(0.0502) | 0.0469(0.0076)

Thepresencef thethresholdparameter  is importantfor the rst threemethodsThebottomhalf
of Table3 givesthe performancestatisticsof the methodsvhenthresholds nottuned.Interestingly
for the weightedhinge loss method,tuning of thresholdhaslittle effect. Grandwalet et al. (2005)
alsomale the obsenationthatthis methodappropriatelysetsthethresholdonits own.

Cost Break-up. In the gradient-basedolution processgachstepof the optimizationrequiresthe
evaluationof f andr nf . In doingthis, therearethreestepsthattake up the bulk of the computa-
tional cost: (1) training usingthe SMO algorithm; (2) the solutionof thelinear systemin (14); and
(3) theremainingcomputationsissociateavith thegradient,of whichthecomputatiorof - in (13)
is the major part. We studiedthe relative break-upof the costsfor the IJCNN datase(training set
sizesrangingfrom 2000to 32000),for solutionby Grad and Grad-ARDmethods.On anaverage,
the costof solutionby SMO forms 85 to 95% of the total computationatime. Thus,the gradient
computationis very cheap.We alsofoundthatthe P- costof Grad-ARDdoesnt becomédargein
spiteof thefactthat23 hyperparameteraretunedthere. Thisis mainly dueto the ef cient reusage
of termsin the ARD-Gaussiartalculationghatwe mentionedn sectior4.

6 Conclusion

Themaincontrikution of this paperis afastmethodof computingthe gradientof a validationfunc-
tion with respecto hyperparameterf®r arangeof SVM modelsitogethemwith anonlinearoptimiza-
tion techniquet canbe usedto ef ciently determinethe optimal valuesof mary hyperparameters.
Evenin modelswith justtwo hyperparametersur approachs fasterandoffersa moreprecisehy-
perparameteplacementhanthe Grid approach. Our approachis particularly of greatvalue for
large scaleproblems. The ability to tune mary hyperparametersasily shouldbe usedwith care.
On a text classi cation probleminvolving mary thousandof featureswe placedan independent
featureweightfor eachfeatureandoptimizedall theseweights(togethemwith C) only to nd severe
over tting takingplace.So,for agivenproblemit isimportantto choosehe setof hyperparameters
carefully, in accordancevith therichnesof thetrainingset.
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