
Dependency Analysis for Standard ML

MATTHIAS BLUME

Princeton University

Automatic dependency analysis is a useful addition to a system like CM, our compilation manager
for Standard ML of New Jersey. It relieves the programmer from the tedious and error-prone task
of having to specify compilation dependencies by hand and thereby makes its usage more user
friendly. But dependency analysis is not easy, as the general problem for Standard ML is NP-
complete. Therefore, CM has to impose certain restrictions on the programming language to
recover tractability. We prove the NP-completeness result, discuss the restrictions on ML that are
used by CM, and provide the resulting analysis algorithms.

Categories and Subject Descriptors: D.3.3 [Programming Languages]: Language Constructs
and Features—Modules, packages; F.2.2 [Analysis of Algorithms and Problem Complexity]:
Nonnumerical Algorithms and Problems

General Terms: Algorithms, Languages, Theory

Additional Key Words and Phrases: Compilation management, dependency analysis, NP-complete-
ness

1. INTRODUCTION

For programs writ ten in Standard ML [Milner et al. 1997], the order of compilat ion
mat ters. But the task of maintaining order within collect ions of sources can be
tedious. Therefore, CM [Blume 1995], the compilat ion manager for Standard ML
of New Jersey [Appel and MacQueen 1991], o! ers automat ic dependency analysis.

CM provides a language for specifying the semant ic st ructure of large programs
that consist of many separately compiled modules by arranging these modules into
a hierarchy of groups. The hierarchy more or less direct ly reveals dependencies be-
tweengroups while dependenciesbetweenindividua l source Þleswithin each group
are not given explicitly . Here CMÕsdependency analysis maintains the illusion of
unordered source collect ions.

This balancing actÑ explicit dependenciesbetween groups but implicit depen-
dencies within groupsÑ is important . As we will see, one must impose certain re-
st rict ions on the source language to be able to make dependency analysis t ractable.
However, some of these rest rict ions should not be used indiscriminately for the en-
t ire program but only within groups. Otherwise, they will have a negat ive impact
on modularity [Blume and Appel 1999].
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Dependency analysis within groups signiÞcant ly simpliÞes the task of writ ing
group descript ions. It makes CM easier to use and therefore more at t ract ive as a
tool.

Many other compilat ion and conÞgurat ion management tools either assume that
dependency analysis for the underlying programming language is t ractable and
straight forward, or they require the programmer to specify dependencies explicit ly.
Sincedependencyinformat ion is usually coded in some speciÞcat ion language, one
can imagine adding dependency analysis using an auxiliary program that calculates
and generatesspeciÞcat ions. Examplesare the imake and makedepend tools that
generate input for make from C source code [DuBois 1996].

For C programs this is a perfect ly adequate solut ion because the outcome of
compiling a C source Þle does not depend on the order in which other C source
Þles are compiled. This means that in this part icular case derived objects do not
depend on the makeÞle itself. The example of Standard ML demonstrates that for
other languages this is not necessarily so. But if the makeÞle is calculated as a
funct ion of all sources, and all derived objects depend on the makeÞle, then any
modiÞcat ion at all would require the ent ire system to be rebuilt from scratch.

To avoid this problem, CM remembers for each source which other sources it
depended on when it was compiled the previous time. That makes it possible to
analyze a modiÞcat ionÕs e! ect on dependencies for each source Þle separately and
to locally decidewhether recompilation has become necessary.

CM also employs another optimizat ion to reduce the number of recompilation
steps: a technique called cuto! recompilation [Adams et al. 1994]. BinÞles are the
binary results of compiling ML source Þles and consist of two parts: executable
machine code on the one hand and a stat ic environment on the other. But only
the environment is examined when dependent sourceÞlesare compiled. If only the
executable code but not the export envir onment changes, then it is not necessary
to recompile other compilat ion units. Abadi, Lampson, and L«evy have invest igated
how this type of opt imizat ion can be generalized [Abadi et al. 1996]. They observed
that not every change to the input of an operat ion also changes its output and
developed a mechanism for Þnding those parts of an expression that contribute to
its value. Their work was done in the framework of the Vesta system [Levin and
McJones 1993] and its conÞgurat ion language [Hanna and Levin 1993].

A prerequisite for cuto! recompilat ion to work is the presence of accurate and
detailed dependency informat ion. This informat ion could be supplied by the pro-
grammer, but when creat ing CM we were interested in deriving that informat ion
directly from a given unordered set of source Þles. In what follows we discusshow
this can be done for programs writ ten in Standard ML. Sect ion 2 gives an intuit ion
for why some of MLÕs language features make dependency analysis di" cult . In
Sect ion 3 we int roduce the not ion of a feasible ordering. The next two sections
prove two NP-completeness results and propose restrict ions on the programming
language that make dependency analysis t ractable. Sect ion 6 shows an e" cient
analysis algorithm. We then have a look at some other programming languages
to see if simila r problems arise there. Finally, we conclude with a brief discus-
sion of some of the necessary pract ical opt imizat ions and with lessons for language
designers.
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2. THE CASE OF STANDARD ML

Given a setS of ML sourceÞles,wewant to determine an order in which they can be
compiled. Source Þles are permit ted to import deÞnit ions that are not exported by
any one of them. Such deÞnitions must be provided by the Òcontext envir onmentÓ
! . ! is given along with S.

Dependency analysis for Standard ML is not as st raight forward as it may seem:
the analyzer must Þnd an ordering of source Þlesusing its knowledge about name
visibility, but in general name visibility is a! ected by that ordering. There are two
main reasons for this circularity: multiple top-level deÞnitions and open.

Multiple Top-Level DeÞnitions. In ML, each top-level deÞnition implicitly starts
a new nested scope. Thus, an existing deÞnition does not preclude subsequent
redeÞnitions of the same name. Later deÞnitions do not a!ect earlier uses. Con-
sider the following code that declares three variables a, x, and f using MLÕsval
declarat ion:

val a = 1
val x = a
val f = fn ( ) => a

Later, in a di! erent sect ion of the program one can ÒrecycleÓthe name a by giving
it a new deÞnition for a new purpose:

val a = " hel l o, wor l d"

x and f are not a! ected by the new deÞnit ion of a; x st ill evaluates to 1 as before.
Funct ion f was also deÞnedin terms of a, and refers to the old deÞnit ion.

Had we done the same in another language such as Scheme [Clinger and Rees
1991], wewould Þnd di! erent behavior. In part icular, the referenceto a from within
the body of funct ion f would be ÒredirectedÓto point to the new deÞnit ion. In
essence,a redeÞnition acts like an assignment to the existing variable. In contr ast,
redeÞning a variable in Standard ML createsa fresh binding and starts a new scope.
In a str ongly typed setting this is perhaps more sensible,since otherwise changing
the type of a would alsoentail changing the type of f , but previous usesof f might
not be compat ible with such a change.

While MLÕsbehavior avoids complicat ions related to the type system, it also
means that rearranging the order of source Þles amounts to rearranging name visi-
bility and scopes. The following code ult imately binds x to 1:

1 val a = 1
2 val x = a
3 val a = 2

If one rearranges the deÞnit ions by exchanging lines 2 and 3 (or the source Þles
containing lines 2 and 3), then x, like a, will be bound to 2.

Dependency analysis must Þnd an ordering that is feasible and unique. By def-
init ion, a feasible ordering allows the program to be compiled successfully. The
uniquenessrequirement means that all feasible orderings have equivalent use-def

A CM Transact ions on Programming L anguages and Syst ems, Vol . 21, No. 4, July 1999.



Dependency Analysis for Standard ML á 793

1 val x = 1
2 structure A = struct
3 val x = 2
4 end
5 open B
6 open A
7 val y = x

definition of B value of x on line 7

structure B = struct
structure A = struct end

end
1

structure B = struct end 2
structure B = struct

val x = 3
structure A = struct end

end

3

structure B = struct
val x = 3
structure A = struct

val x = 4
end

end

4

Fig. 1. The problem with open. Depending on the contents of structure B, there are several
different possible meanings for the variable x that appears on line 7.

graphs. Without it there would be a danger of several di! erent meanings for the
same program.

Moreover, dependencyanalysis should also ident ify sourcesthat do not depend
on each other. This can help minimize the work that is necessary when sourcecode
is modiÞed; only Þles a! ected by a change will have to be recompiled.

Open. In ML we can take any number of declarat ions and bundle them as a
named structure. A st ructure deÞnit ion is int roduced by the keyword st r uct ure;
the body of the st ructure is enclosed within st r uct and end. For example, we can
write

st r uct ure S = st ruct
val a = 5
val b = 7

end

and later refer to elements of the st ructure using ÒqualiÞedÓnames like S. a and
S. b:

val c = S. a + S. b

Alternat ively, one can also ÒopenÓ the structure and then refer to its elements
direct ly without the preÞx:

open S
val c = a + b

Opening structuresin ML causesproblems for the dependency analyzer because
one source Þle can freely refer to ident iÞers declared in other compilat ion units
without having to explicit ly name that compilat ion unit . It can then become dif-
Þcult to determine which deÞnit ion corresponds to a given use of an ident iÞer. In
Figure 1, consider the code on the left -hand side. Depending on the contents of
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structure B, variable x that is ment ioned on line 7 could refer to line 1, to line 3, a
member of st ructure B, or even a member of some structure B. A.

How Dependency Analysis Fits into the CM Group Model. In the absence of
open, dependency analysis is t ractable if mult iple top-level deÞnit ions for the same
symbol are ruled out . But if one were to enforce this rule globally, then a deÞnit ion
in one part of the program would prevent deÞnit ions for the same name in other,
unrelated parts.

It is important to CMÕs group model [Blume and Appel 1999] that such re-
st rict ions be only applied locally because otherwise they would inhibit modularity.
Every CM group consists of a set of ML source Þles and a set of subgroups. The
set of source Þlesplays the role of the set S from above, while the exports of the
subgroups determine the context envir onment ! .

CM avoidsa global rest rict ion on mult iple top-level deÞnit ionsby allowing sources
in S to override deÞnit ions in ! . This could cause ambiguit ies for names that are
deÞnedby both ! and some s ! S if they are also imported by another source
s! ! S. In this case we therefore require that the deÞnition exported from s ! S
take precedence.

Unfortunately, if open is allowed back into the language, then dependency anal-
ysis again becomes int ractable. In Sect ion 5, we prove that certain uses of open
can make dependency analysis NP-hard and show how to solve this dilemma by
restrict ing the use of open.

3. FEASIBLE ORDERINGS

The dependencyanalyzer A takes a set of sources S = { s1, . . . , sn } together with
some context environment ! 0 and produces a linear arrangement "S = "sp1 , . . . , spn #
of the sources in S, such that all variables are deÞned at the t ime when they are
used:

A({ s1, . . . , sn } , ! 0) = "sp1 , . . . , spn #

The sequence"S implies a total order $ on S. We call this order feasible.
The deÞnit ion for a variable x that is referred to in spi can be provided by either

the context ! 0 or by another source spj where j < i . However, this is not su" cient .
Let x be a long ident iÞer of the form Y.z, referring to a deÞnit ion in st ructure Y .
Yet another source spk with j < k < i could deÞne structure Y without deÞning
Y.z. This would make previous deÞnit ions for Y.z unavailable.

Without st ructure deÞnit ions it is relat ively st raight forward to implement depen-
dency analysis. Unfortunately, this is of no help if one wants to deal with languages
that have module systems similar to Standard ML.

As we have informally discussed in the previous sect ion, in a language with ML-
likestr ucturedeÞnitions thereare two aspectsthat complicatedependencyanalysis:
symbols can be deÞned at the top level in more than one source, and structures
can be Òopened.ÓWe will seethat either featur e independent ly makes the problem
int ractable. Therefore, we will now address them separately.
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4. MULTIPLE DEFINITIONS

Mult iple deÞnit ions of the same symbol at the top level in separate sources can
intr oduce ambiguities into the associat ion betweenusesof a variable and the cor-
responding deÞnit ion.

For example, consider threesourcess1, s2, and s3:

s1 s2 s3

val x = 1 val x = 2 val y = x

In this simple example it is not hard to spot the problem: which deÞnit ion for x is
the code in s3 referring to? If we prove that ambiguit ies can alwaysbe detected eas-
ily when they exist , then the detect ion algorithm can be built into the dependency
analyzer, and ambiguous speciÞcat ions could be rejected gracefully. However, the
situat ion is more complicated:

Cl aim 1. With multiple top-level deÞnitions for the same identiÞer the problem
of Þnding a feasible ordering is NP-complete.

Pr oof . The problem is in NP because one can simply pick some ordering and
check its feasibilit y. This can be done in polynomial t ime by processing

"sp1 , . . . , spn #= A(S, ! 0)

from left to right , checking each source for undeÞned names.
To prove the problem to be NP-hard, we use a reduct ion from the sat isÞability

problem (SAT), morespeciÞcally 3-SAT: for any formula in conjunct ivenormal form
with n variables v1, . . . , vn and m clauses c1, . . . , cm , where each clause contains
exact ly three literals, there is a set of 2n + 2 sources ÷s, s1, s!

1, . . . , sn , s!
n , ös for which

a feasible ordering corresponds to a sat isfying truth assignment .
Let us Þrst illustr ate the main idea of the construction by looking at clauses

with only two variables. Suppose v1 %v2 is such a clause. Each variable will be
represented by two structures in two corresponding sources. For v1 therearesources
s1 and s!

1 with

s1 s!
1

st r uct ure A = st ruct
val x = 1

end

st r uct ure A = st ruct
( * empt y * )

end

s2 and s!
2 are constructed according to similar principles, but instead of declaring

an empty st ructure B, s!
2 now contains a reference to st ructure A.

s2 s!
2

st r uct ure B = st ruct
val x = 1

end
st r uct ure B = A

Now consider the variable B. x. It can be deÞnedeither because s2 was com-
piled after s!

2 or because s!
2 was compiled after s2 and, at the same t ime, s1 was

compiled after s!
1. Thus, the relat ive orders of si and s!

i play the role of boolean
switches. They model the behavior of the boolean variables vi . The availability of
B. x corresponds to the truth value of the ent ire clause.
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This const ruct ion can be extended easily to handle negat ive literals. Suppose the
clause was v1 %øv2. In this case the contents of s2 and s!

2 must be exchanged. Three
or more liter als can be accounted for by adding more sourcesand str uctures. For
a three-literal clause v1 %v2 %v3 one would add s3 and s!

3:

s3 s!
3

st r uct ure C = st ruct
val x = 1

end
st r uct ure C = B

The complete const ruct ion uses mult iple versions of st ructures A, B, and C to
handle more than one clause. Additio nal deÞnitions, a ÒheaderÓsource ÷s, and a
sent inel ös constrain the system so that only the relat ive order of si and s!

i (for each
i ) remains unrest ricted.

Construction. ÷s contains

val z0 = 0
val z!

0 = 0
st r uct ure X1 = st ruct end
...
st r uct ure Xn = st ruct end

Note that subscripted names like z0 are used as a metanotat ion to specify the ML
symbols that need to be generated and inserted.

No clausemay contain both v and øv for any variablev, but that isnot a rest rict ion
because such clauses are always sat isÞed and may therefore be ignored.

Let { ck1 , . . . , ckj } with k1 < ááá< kj be the set of clauses where the variable vi

occurs (either direct ly or in negated form øvi ). The corresponding sources si and s!
i

will then have the following general form:

si s!
i

val zi = zi " 1 + z!
i " 1

structure Yi = Xi

structure Xi = struct
val x = 1

end
Xk 1

...
Xk j

val z!
i = zi " 1 + z!

i " 1

structure Yi = Xi

structure Xi = struct
val x = 1

end
X !

k 1

...
X !

k j

The X k are chunks associated with the clausesin which vi appears. In part icular,
a clause ck = xl 1 %xl 2 %xl 3 with xl ! { vl , øvl } and l1 < l2 < l3 is represented by
a combination of chunks of ML constructs in sourcessl 1 , s!

l 1
, sl 2 , s!

l 2
, sl 3 , and s!

l 3
.

Suppose all three literals in ck are posit ive. The following table gives the chunks of
ML code for each of the respect ive Þles. However, if literal xl is negat ive, then the
corresponding chunks for sl and s!

l must be exchanged:
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Source Chunk
sl 1 structure Ak = struct val x = 1 end
s!

l 1
structure Ak = struct end

sl 2 structure Bk = struct val x = 1 end
s!

l 2
structure Bk = Ak

sl 3 structure Ck = struct val x = 1 end
s!

l 3
structure Ck = Bk

Finally, ös is given as

val z = zn + z!
n

val c1 = C1. x
...
val cm = Cm . x
val y = Y1. x + ááá + Yn . x.

The constraints imposed by auxiliary deÞnit ions for z0, . . ., zn , z!
0, . . ., z!

n and z
restrict any feasible ordering to one where si and s!

i precede sj and s!
j whenever

i < j , so sk and s!
k are adjacent for all k. ÷s is the least , and ös is the largest element :

÷s $
!

s1

s!
1

"
$ ááá$

!
sn

s!
n

"
$ ös

The deÞnit ions for the st ructures X1, . . ., Xn , Y1, . . ., Yn and the variable y
guarantee that for each i ! { 1, . . . , n} either si $ s!

i or s!
i $ si . In other words,

every feasible ordering will have to be total.
A total ordering under which s!

i precedessi correspondsto an assignment wherevi

is t rue. On the other hand, if si $ s!
i , then vi is false under the corresponding truth

assignment . A deÞnition for Ck . x exists if and only if clause ck is satisÞed under
this interpretat ion. Therefore, a feasible ordering deÞnes a sat isfying assignment
and vice versa. This concludesthe reduction of 3-SAT to the ordering problem.

The correspondence between feasible orderings and sat isfying assignments gives
rise to the following corollary:

Cor ol l ar y 2. Proving a feasible ordering unique is co-NP-complete.

Unfortunately, in general it does not help to rely on ML types to solve situat ions
that otherwise look ambiguous. The programsconstructed for the NP-completeness
proof would not beneÞt from such additio nal informat ion. Besides, it would be
better not to rely on types because ML type inferenceitself is a hard problem; it
has been shown to be DEXPTIME-complete [Mairson 1990; Kfoury et al. 1994].

We felt that it is reasonable to require having at most one deÞnit ion for each top-
level symbol per group. Although there are circumstances when one would want
to override a given deÞnition with a new one, CM addressesthis issueadequately
by intr oducing the not ions of subgroups. In this discussion of dependency analysis,
imported groups of a group are represented abstract ly as part of the context envi-
ronment . Top-level deÞnitions for symbols that were already deÞnedby the context
are permit ted in this model.
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Rest r ict ion 1. In each group there can be at most one source that provides
a top-level deÞnition for any given symbol. A source can deÞne a name that was
already deÞned by the context, but uses of that name in any of the sources will then
refer to the new deÞnition.

Weimplemented this restriction in CM. To our knowledgetherehasnever beenan
instancewhere it causeddi"culties to users. It providesa well deÞnedassociat ion of
deÞned symbols with the sites of their deÞnit ions. Therefore, there exists a unique
use-deÞnit ion graph whichÑ although not given explicit lyÑ can be traced out by
a depth-Þrst search. The edges of the graph correspond to the free occurences of
symbols in ML sources, and the depth-Þrst search takes t ime proport ional to the
number of such edges.

Having a single top-level deÞnit ion corresponds well with the C model. However,
it is important that such a rest rict ion not be enforced globally but only within each
group [Blume and Appel 1999], and the C model does not have a not ion of groups.

4.1 Partial Orders

Intuit ively, s1 $ s2 means that s2 ÒdependsÓon s1. If we want to avoid unnecessary
recompilation, then we must captur e the idea that two sourcesdo not depend on
each other. Total orders contain Òtoo manyÓrelat ions, so we will consider part ial
orders instead. For the sake of semant ic predictability we desire a feasible part ial
order $ min that contains the fewest relat ions and is unique.

One can represent $ min as a DAG of sources given by the ÒpredecessorÓfunct ion
P : Source & 2Source that is calculated by (a modiÞed form of) dependency
analysis:

P = A(S, ! 0)

4.2 Uniqueness and Use-Def Mappings

Part ial orders can be extended to become total, but in general there will be more
than one way of doing so. However, in some senseone would like to think of all
total orders that are compat ible with a given part ial order as being equivalent .
Therefore, it is necessary to clarify the uniquenessrequirement.

During compilat ion every use of an ident iÞer will be resolved by the compiler
by looking it up in the current compile-time environment . Thus, it will associate
each use with a corresponding deÞnit ion. To ident ify each deÞnit ion and each use
of a name, we assumethat all deÞnitions and all usesare marked with some label
l ! Lab (e.g., its source locat ion).

The ordering, part ial or total, of sources induces a part icular use-def mapping
M . M maps the label of a variableÕs use to the label of its corresponding deÞnit ion:

M : Lab & Lab

Note that Restrict ion 1 guaranteesthat theuse-def mapping induced by a feasible
part ial order is well deÞned. Moreover, a feasible use-def mapping reveals the
underlying part ial order on sourcesP if one collapsesthe usesof all freevariables
of each source. Dependency analysis must reveal a unique use-defmapping.
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5. OPENING STRUCTURES

Standard ML programs that do not make use of the open syntax have the conve-
nient property that both the set of free variables of a source and the set of exported
top-level deÞnit ions can be determined by scanning only the source itself. It is not
necessary to know the deÞnit ions for any of the free variables.

The ability to open a structure, thereby making its const ituent deÞnit ions di-
rect ly available without need to use long ident iÞers, comes at the cost of losing this
property. The problem is that open int roduces a number of deÞnit ions, but the
names so deÞnedare not lexically apparent . In the scope of such a set of Òindi-
rectÓdeÞnit ions it may be that what looks like a free variable is actually bound,
and what looks bound under superÞcial inspection may in certain casesactually
be a free occurrence. A slight variat ion of the example given in Figure 1 gives an
example of the lat ter:

st r uct ure S = st ruct
val x = 1

end
open X
open S
val y = x + 1

Opening st ructure S seemsto bind variable x, but if st ructure X, about which
nothing is known, contains a subst ructure S without a variable x, then x is actually
free in this code. The following example shows this:

st r uct ure X = st ruct
st r uct ure S = st ruct end

end

In the context of dependency analysis it is especially tr oublesome that open at
the top level takes away the analyzerÕsabilit y to determine the set of exported
names by simply scanning the source code. Instead, it will have to process open
as it goes, which is complicated by the fact that in general yet-to -be-determined
knowledge about the dependencies would be required for this. Even after banning
mult iple deÞnit ions for the same name, dependency analysis is NP-complete if the
use of open is not rest ricted.

Cl aim 3. Dependency analysis is NP-complete for programs with open where
multiple deÞnitions for top-level names (including those introduced by top-level
open) are prohibited, but where a top-level deÞnition can override a binding in
the context.

Pr oof . By the same argument used in the proof for Claim 1 the problem is in
NP. To prove it NP-hard, we will reduce SAT to the dependency analysis problem.

Consider a formula in conjunct ive normal form with n variables vi and m clauses
ck . Here is the heart of the const ruct ion. Suppose there are st ructures A and AÕ
deÞnedby the context as follows:
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st r uct ure A = st ruct
st r uct ure AÕ = st ruct end
val c1 = 1

end

st r uct ure AÕ = st ruct
st r uct ure A = st ruct end
val c2 = 1
val c3 = 1

end

Depending on whether A or AÕis openedÞrst, there will be a deÞnition for either
c1 or both c2 and c3. We can think of these variables as ÒsatisÞed clausesÓ; the
order of opening A and AÕcorresponds to the truth assignment for a variable.

However, this construction is slight ly ßawed becausea clausecan be sat isÞedby
more than one variable, but due to Restrict ion 1 one cannot deÞne the correspond-
ing ident iÞer more than once in di! erent sources. To Þx this technical problem,
one can delay the deÞnit ion(s) of variables ck until the last source ös by wrapping
them into structures Ck

i . There is one such st ructure per vi and clause ck . Ck
i

contains a deÞnit ion for ck if clause ck is satisÞed by the value of vi . The sen-
t inel source ös eventually opens all st ructures Ck

i in a local scope, thus adhering to
Restrict ion 1. The context provides a dummy deÞnit ion to make sure that all the
st ructures opened in ös exist.

Suppose v7 appears in clause c1 and øv7 in c2 as well as c3. The revised version
of a ÒgadgetÓfor v7 would then be

st r uct ure A7 = st ruct
st r uct ure A!

7 = st ruct end
st r uct ure C1

7 = st ruct val c1 = 1 end
end

st r uct ure A!
7 = st ruct

st r uct ure A7 = st ruct end
st r uct ure C2

7 = st ruct val c2 = 1 end
st r uct ure C3

7 = st ruct val c3 = 1 end
end

Construction. A variable vi is encoded as a pair of sourcessi and s!
i :

si s!
i

val zi = zi " 1 + z!
i " 1

open Ai

val z!
i = zi " 1 + z!

i " 1

open A!
i

Let { ck +
1

, . . . , ck +
a

} be the set of clauses that contain the literal vi . Then A!
i is deÞned

by the context as follows:
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st r uct ure A!
i = st r uct

st r uct ure Ai = st ruct val yi = 1 end

st r uct ure C
k +

1
i = st r uct val ck +

1
= 1 end

...

st r uct ure Ck +
a

i = st r uct val ck +
a

= 1 end
end

Likewise, let { ck !
1

, . . . , ck !
b

} be the set of clauses containing øvi . Ai becomes

st r uct ure Ai = st ruct
st r uct ure A!

i = st r uct val yi = 1 end

st r uct ure C
k !

1
i = st r uct val ck !

1
= 1 end

...

st r uct ure C
k !

b
i = st r uct val ck !

b
= 1 end

end

Furthermore, the context alsodeÞnesval z0 = 0, val z!
0 = 0, and empty st ructures

Ck
i for i = 1, . . . , n; k = 1, . . . , m. An addit ional source ös has the form

val z = zn + z!
n

val y = y1 + ááá + yn

st r uct ure L = st ruct
open C1

1 ááá open Cm
n

val c = c0 + ááá + cm

end

The deÞnit ions for z0, . . ., zn , z!
0, . . ., z!

n and z restrict any feasible ordering
to one where only the relat ive order of sk and s!

k for any k is not yet determined.
Similarly, y0, . . ., yn and y guarantee that any feasible ordering will be total,
becauseeither si $ s!

i or s!
i $ si must be true. Structures Ck

i are opened within the
body of st ructure L. This avoids a violat ion of Restrict ion 1.

si $ s!
i corresponds to vi being false, because st ructure Ai will be opened Þrst,

providing deÞnit ions for the ÒclausesÓthat contain øvi , thereby satisfying the cor-
responding requirements imposed by the code in ös. It also overrides the existing
deÞnit ion for A!

i , so the subsequent opening of that st ructure will not be able to
int roduce deÞnit ions for any ck .

In a completely symmetrical fashion, one can argue that s!
i $ si corresponds to

an assignment under which vi is t rue. A deÞnit ion for ck is available if at least one
of the st ructures containing such a deÞnit ion is opened. By const ruct ion, that will
be the case precisely when the corresponding literal becomes true.

Therefore, we have created a set of sourcesfor which a feasible ordering exists
if and only if there is a sat isfying assignment for the given sat isÞability problem.
This reduces SAT to the dependency analysis problem and, thus, renders the lat ter
NP-complete.
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To make dependency analysis t ractable, one must impose a restriction that , at
least , prevents the construct ion of the program that was used by the proof. The
heart of the problem is the ability to open certain st ructures at the top level. If
open is banned from the top level, then the deÞnit ions exported by a source can
be determined by looking at just that source. Whenever the dependencyanalyzer
has to process an internal open it will already know where to Þnd the deÞnit ion of
the st ructure that is being opened. The problem is t ractable again.

Rest r ict ion 2a. The open syntax cannot be used at the top level.

Cl aim 4. Under Restr ictions 1 and 2a any feasible use-def mapping is unique if
it exists.

Pr oof . We refer to the proof for the stronger Claim 5.

The current implementat ion of CM enforces Restrict ion 2a. We believe in a
programming style that uses MLÕs module language extensively, so there is no need
for open at the top level. However, in some instances such a complete ban was
prohibit ive. These cases have been rare, but occasionally it is important to support
them. For example, someonewho is using Concurrent ML [Reppy 1991] extensively,
as a programming language in its own right , might want to open the CML structure
to have more convenient access to its components.

There are several ways of rest rict ing the use of top-level open in a more relaxed
way. The drawback is that it becomes increasingly di" cult to specify the rules
preciselyand to explain them to the user. The latter hasan impact on, for example,
the quality of error messages and therefore on overall acceptance of the dependency
analyzer as a tool.

Here is an alternat ive to Restrict ion 2a, which also leads to a tractable depen-
dency analysis problem:

Rest r ict ion 2b. Instances of the open syntax at the top level are not permitted
to introduce deÞnitions for names that are already deÞned by the context.

This rest rict ion can be weakened some more by limit ing its scope to st ructure def-
init ions only. In fact , it can be relaxed even further by only considering deÞnit ions
for those structures that are also used (as opposed to just being reexported):

Rest r ict ion 2c. Instances of the open syntax at the top level are not permitted
to introduce deÞnitions for structure names that are used somewhere within the
group if the context already provides a deÞnition for them.

Restrict ion 2a isst rict ly st ronger than Restrict ion 2b, and Restrict ion 2c isa further
relaxat ion of the lat ter.

Cl aim 5. Under Restr ictions 1 and 2c any feasible use-def mapping is unique if
it exists.

Pr oof . Suppose there are two feasible use-def mappings M and M !. To be
di!er ent, there must be at least one use of an ident iÞer where they disagree. We
shall show that this is not possible.

Consider the part ial order $ M on sources that is induced by M . We use the
notat ion x ! s for uses x of ident iÞers that occur in s and M (x) ! s! for the
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corresponding deÞnit ions M (x) that occur in s!. Some deÞnit ions are given by the
context environment ! 0. In this casewe write M (x) ! ! 0.

Let there be at least one use where M and M ! disagree. Then there must be a
source ös and a use öx ! ös such that

(1) M (öx) '= M !(öx)
(2) no ancestor of ös reveals discrepancies between M and M !:

( s, x : s $ M ös ) x ! s * M (x) = M !(x)

(3) öx is the (textually) earliest use of a name in ös for which M and M ! disagree.

Let us Þnd the locat ion of M (öx). There are thr ee possiblecases:

(1) M (öx) ! ös
(2) +s : M (öx) ! s ) s $ M ös
(3) M (öx) ! ! 0

But none of these cases can actually occur:

(1) If M (öx) ! ös, then M ! must induce a di!er ent scope for öx in ös. The only
language construct that is capable of inducing di! erent scoping for di! erent
use-defmappings is open, and such an open must textually precede the use
x. But we picked x to be the textually earliest useof a name where M and M !

disagree.
(2) If +s : M (öx) ! s ) s $ M ös, then s exports di! erent deÞnit ions under M

than it does under M !. This can only happen if s opens a structure Y , and
M (Y ) '= M !(Y). But ös was picked to be minimal; no ancestor of ös can contain
a use of such a Y for which M and M ! disagree.

(3) If M (öx) ! ! 0, then M !(öx) '! ! 0. Therefore, there must be a source s! export ing
M !(öx) under M !: +s! : M !(öx) ! s!. Because of Rest rict ion 2c, no top-level
open can provide the deÞnit ion M !(öx). Therefore, there must be an explicit
deÞnition for (the head-component of) öx in s!. There is no language construct
capable of wiping out such an explicit deÞnition, even under di!er ent use-def
mappings. Thus, s! exports M !(öx) under any mapping, including M . But this
is impossible because Restriction 1 would then demand öx to refer to M !(öx),
which we assumedit does not .

Thus, if both M and M ! are feasible use-defmappings, then they must coincide.

6. THE ANALYSIS ALGORITHM

The previous discussion has established that if a use-defmapping exists, then it
must be unique under Restrict ions 1 and 2c. Suppose the mapping is already
known. One could then verify it by processingindividua l sources in topological
order. From this idea one can derive a quadrat ic-t ime algorithm for discovering the
correct part ial order.

To present the algorithm formally, let us consider a simpliÞed language that only
contains st ructure declarat ions, sequences of declarat ions, and opening of st ruc-
tures. Each source of the group to be analyzed is represented by a declarat ion
(decl). The deÞnit ion of decl is shown in Figure 2. Omit ted from this language are
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lid = id " id#

decl # structure id strexp

| seq decl decl

| open strexp

| empty

strexp # name lid

| struct decl

Fig. 2. Simple module language. This figure shows the abstract syntax of a module language that
has been simplified for expository purposes. However, the language still has nested structures
and the ability to open them. Therefore, it exhibits the same intrinsic problems with respect to
dependency analysis that are present in Standard ML.

Direct-Decl(structure (v, d)) = { v}
Direct-Decl(seq (d1 , d2)) = Direct-Decl(d1) $ Direct-Decl(d2)
Direct-Decl(open (s)) = { }
Direct-Decl(empty) = { }

Lookup-Rest(! , %&) = !
Lookup-Rest(! , %v1, v2 , . . .&) =

if v1 ' dom(! ) then
Lookup-Rest(! (v1 ), %v2 , . . .&)

else abort " member not found in structure"

Fig. 3. Auxiliary functions for dependency analysis. Direct-Decl calculates the set of names
bound by “direct” definitions. A direct definition is one that is not introduced via open. Given
the environment for the head component of a long identifier, we use Lookup-Rest to complete the
lookup operation for the entire name. Note that in correct programs this operation must always
succeed.

signatures, signature const raints on st ructures, functors, and functor applicat ions.
They do not complicate mat ters further and would only add bulk to the exposit ion.

Structures can be deÞned to contain any number of other declarat ions (possibly
zero), or they can be equal to previously deÞned structures. Structure declara-
t ions assign a structure expression (strexp) to a simple ident iÞer (id). A st ructure
expression is either a long ident iÞer (lid) that refers to some previously deÞned
structure or it is a declarat ion (decl) that provides deÞnit ions for the members of
the st ructure.

Environments ! : U map simple ident iÞers to other environments: ! (v) represents
the deÞnit ions for members of the st ructure that is named v in environment ! . A
name that is mapped to an empty environment is di! erent from a name that is not
mapped at all. The notat ion ! [v ,& ! !] refers to the environment ! augmented with
a new binding that maps v to ! !Ñ possibly overriding an exist ing binding for the
same variable v. The operator + denotes environment layering, and dom(! ) is the
set of namesbound in ! .

Figure 3 shows two auxiliary funct ions. Direct-Decl calculates the set of simple
ident iÞers for which there is a deÞnit ion that was provided direct ly and not by
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Analyze-Source(D , set of names that have an explicit definition
Analyzed, results from successful analyses
! 0 , context environment
d) = current source

let P ( { } initialize dependencies for this source
and Analyze-Decl(structure (v, s), ! ) = explicit definition

return ! [v )# Analyze-Strexp(s, ! )]
Analyze-Decl(seq (s1, s2), ! ) = sequential definitions

return Analyze-Decl(s2, Analyze-Decl(s1, ! ))
Analyze-Decl(open s, ! ) = opening a structure

return Analyze-Strexp(s, ! ) + !
Analyze-Decl(empty, ! ) = empty definition

return !
and Analyze-Strexp(struct d, ! ) = new structure body

return Analyze-Decl(d, ! ) analyze body of the structure
Analyze-Strexp(name (v, v# ), ! ) = name of existing structure

if v ' dom(! ) then is defined in same source
return Lookup-Rest(! (v), v# )

else if v *' D + v ' dom(! 0) then has no direct definition but is defined
in context

return Lookup-Rest(! 0(v), v# )

else if , (j , ! j ) ' Analyzed : v ' dom(! j ) then
defined in other source
(already analyzed)

P ( P $ { j } register dependency
return Lookup-Rest(! j (v), v# )

else so far, no definition is known
return " abandon" defer current analysis

in ! ( Analyze-Decl(d, - U ) run analysis, gather dependencies
return (! , P ) return export environment and dependencies

Fig. 4. Syntax-directed traversal as performed by the dependency analyzer.

opening some structure, while Lookup-Rest resolvesthe remaining components of a
long ident iÞer once the envir onment representing its head component is known.

The input to the algorithm is a set { d1, . . . , dn } of sources (represented by decl s)
and the context environment ! 0. The object ive is to calculate the part ial order
Depend, where Depend[i ] gives the indices of those sources that di depends on. The
set denoted by D is usedto remember all simple namesfor which there is a direct
deÞnit ion in one of the sources. The variable Analyzed keeps track of sources that
have already been analyzed successfully. Each element (i , ! i ) ! Analyzed contains
the environment ! i representing deÞnitions exported from di .

Funct ion Analyze-Source is implemented in terms of two mutually recursive func-
t ions Analyze-Decl and Analyze-Strexp, which are usedto processdecl s and strexps,
respectively. These functions are shown in Figure 4. The result obtained from a
call to Analyze-Decl represents the deÞnit ions exported from a decl, while the value
returned from Analyze-Strexp corresponds to the members of a given structure. The
environment argument implements scope rules by keeping track of local deÞnit ions.

The important aspect of the algorithm is the way it handles names that are not
found in the local envir onment . First it checks D and ! 0. Restrict ion 2c guarantees
that a binding in ! 0 is the correct one to be used if the variable is not in D .
Otherwise the deÞnition must be exported from one of the other sources.Analyzed
is checked to see if a previously analyzed source has already revealed it. If this is
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Analyze(%d1 , . . . , dn &, representation of n sources
! 0) = context environment

let D (
# n

i = 1
Direct-Decl(di ) calculate set of explicitly defined names

and FindNext(Analyzed, { } ) = all sources have been analyzed
return Depend return final dependency graph

FindNext(Analyzed, R) = more sources to be analyzed
return Try(Analyzed, R, R) find source where analysis succeeds

and Try(Analyzed, { } , R) = search was unsuccessful
abort " undefined variable or cyclic reference"

Try(Analyzed, { (i, d)} $ R! , R) = pick arbitrary element
case Analyze-Source(D , Analyzed, ! 0 , d) try analyzing this source
of (! , Dep) . analysis was successful

Depend[i ] ( Dep remember dependencies
return FindNext(Analyzed $ { (i, ! )} , R \ { (i, d)} ) analyze rest

| " abandon" . analysis was not successful
return Try(Analyzed, R! , R) keep searching

in return FindNext({ } , { (1, d1), . . . , (n, dn )} ) start analysis for all sources

Fig. 5. Dependency analysis. Dependency analysis consists of two nested loops. Function
FindNext loops over the set of sources that are yet to be analyzed. The inner loop, represented
by function Try, repeatedly invokes Analyze-Source until it finds a source where it succeeds. The
algorithm calls Try O(n2) times in the worst case.

not the case,then the current source was processedprematur ely; analysis must be
repeated later.

The remainder of the algorithm, shown in Figure 5, consists of two nested loops
represented by FindNext and Try. R holds pairs (i , di ) of indices and sourcesthat
still need to be processed.The inner loop repeatedly calls Analyze-Source unt il it
Þndsa source for which this analysis succeeds.

The restrict ions guarantee that names will be resolved correct ly if they are re-
solved at all. Therefore, the algorithm will indeed discover the desired part ial order
if it exists. In the worst case it will take O(n2) calls to Analyze-Source to do so.

It is possible to reduce running t ime to O(n) by avoiding repeated invocat ions of
the analyzer for the same source. The trick is to run the analysis algorithm on all
sourcessimultaneously. Instead of abandoning a computat ion and later duplicat ing
work that already had been accomplished, the algorithm will simply wait unt il
deÞnit ions for previously unknown names become available.

A version of such an algorithm had been implemented in SC, which was CMÕs
precursor [Harper et al. 1994]. But the authors of SC were not aware of the general
problemÕscomplexity class, so they only enforced Restriction 1 and made no at-
tempt to rest rict the use of the top-level open. As a result , the analysis performed
by SC was incomplete in the sense that for certain programs it would fail to Þnd an
exist ing feasible ordering. Furthermore, for some programs with ambiguous depen-
dencies,it would silent ly pick one of the choices without warning the user about
the existenceof others that di!er semant ically.

To present the algorithm, we rely on a small number of primit ives for non-
preemt ive concurrency. Threads are created using for k and collected using join.
A thread can wait on an event using wai t . The resume operat ion unblocks all
threads that wait on one of the events in the speciÞed set . It also prevents from
blocking any future wai t operat ions on these events.
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global Analyzed results of successful analyses
global Depend dependency graph to be constructed

Analyze-Source!(d, current source
i, index of current source
D , set of names that have an explicit definition
! 0) = context environment

let Analyze-Decl(structure (v, s), ! ) = explicit definition
return ! [v )# Analyze-Strexp(s, ! )]

Analyze-Decl(seq (s1, s2), ! ) = sequential definitions
return Analyze-Decl(s2, Analyze-Decl(s1, ! ))

Analyze-Decl(open s, ! ) = opening a structure
return Analyze-Strexp(s, ! ) + !

Analyze-Decl(empty, ! ) = empty definition
return !

and Analyze-Strexp(struct d, ! ) = new structure body
return Analyze-Decl(d, ! ) analyze body of the structure

Analyze-Strexp(name (v, v# ), ! ) = name of existing structure
if v ' dom(! ) then is defined in same source

return Lookup-Rest(! (v), v# )

else if v *' D + v ' dom(! 0) then has no direct definition but is defined
in context

return Lookup-Rest(! 0(v), v# )
else

wait v block if no other thread has revealed a definition yet
, !(j , ! j ) ' Analyzed : v ' dom(! j ) definition provided by source dj

Depend[i ] ( Depend[i ] $ { j } register dependency
return Lookup-Rest(! j (v), v# )

in ! ( Analyze-Decl(d, - U ) run analysis, gather dependencies
Analyzed ( Analyzed $ { (i, ! )} register successful analysis

resume dom(! ) restart waiting threads; no future wait on
these events will block

return terminate thread

Fig. 6. Syntax-directed traversal modified for concurrent analysis.

Analyze(%d1 , . . . , dn &, representation of n sources
! 0) = context environment

D (
# n

i = 1
Direct-Decl(di ) calculate set of explicitly defined names

for i ( 1 to n do Depend[i ] ( { } initialize dependency graph
Analyzed ( { } initialize analysis results
Threads ( { }
for i ( 1 to n do start all analysis threads

T ( fork Analyze-Source!(di , i , D , ! 0)
Threads ( Threads $ { T }

join Threads collect threads after termination
if deadlock then deadlock indicates error in sources

abort " undefined variable or cyclic reference"
return Depend return dependency graph

Fig. 7. Concurrent dependency analysis. The concurrent version of dependency analysis creates
one thread per source. Therefore, it only incurs O(n) calls to Analyze-Source.
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Figure6 showsa concurrent version of Analyze-Source. As before, Analyze-Strexp
goes through a case analysis for resolving st ructure names. However, in the absence
of a deÞnit ion for a name, it does not abandon the computat ion but waits for such
a deÞnit ion to arrive. Ident iÞers play the role of events in this algorithm.

The new main loop simply spawns one thread for each source, waits for their
complet ion, and returns the result . This is shown in Figure 7.

7. OTHER LANGUAGES

Because of subtle di!er encesin design, some popular languages, for example C
[Kernighan and Ritchie 1988], Ada [Ada 1980], or Java [Arnold and Gosling 1996],
do not exhibit the same problems with dependency analysis. In part icular, these
languages often require globally unique names, provide only a rest ricted version of
MLÕs open, or do not have such a feature at all.

A C object Þle (. o) depends on its source Þle (. c) and on other Þles that are
included via preprocessor directives(#i ncl ude). Therefore, one must calculate the
t ransit ive closure of the Ò# includeÓrelat ion to Þnd dependencies for each object .
With current pract ice, a dependency analyzer for C never needs to look at thenames
of program variables or funct ions. Only in a hypothet ical system, where # include
directivesare added automat ically by some tool, the requirement for uniquenessof
top-level deÞnitions would regain its relevance for dependency analysis.

An Ada compilat ion unit depends on other compilat ion units only if they are
named explicit ly. Furthermore, names for compilat ion units are globally unique.
Consequent ly, there is no potent ial for ambiguities.

Languageconstructs that , like PascalÕs wit h [Jensen and Wirth 1978], bind iden-
t iÞers implicit ly have been crit icized before [Tennent 1981, Sect ion 6.2.3.] because
they can make it more di" cult for the human reader to understand the code. As
we have seen, at least in the case of MLÕs open they can also make automat ic
dependency analysis hard.

C lacks a language construct like open, but namespaces in C+ + [Stroust rup
1997] are very similar to MLÕs structures. If we tried to adapt CMÕs group model
to C+ + , then we would have to st ruggle with the using construct the same way
we struggled with MLÕs open.

However, the case of JavaÕs package system and impor t is di! erent . Although
writ ing something like

impor t j ava. ut i l . * ;

will probably prompt the human reader to hunt for documentat ion of package
j ava. ut i l , it doesnot comewith the samedrawbacksas far asdependency analysis
is concerned. This is explained by the fact that JavaÕsnamespace for packages is
ßat Ðeven though the dot notat ion seems to suggest otherwise. Java packages are
not nested, and thus one cannot write

impor t j ava. * ;

because there is no package called j ava. But our second NP-completenessproof
doesrely on such Òpart ialÓopening of nestedmodules.
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AdaÕs use is unable to override earlier deÞnit ions. When we go back to the
example in Figure 1, we discover that under such a rule, regardless of BÕs contents,
line 7 would always refer to the deÞnit ion of x on line 1 becauseneither open B nor
open A would be able to override it . However, one subt lety st ill remains there as
well. Consider

use A;
use B;
. . . use of x . . .

If x is supposed to be taken from package B, then a bug is int roduced into this
program if a modiÞcat ion to package A causes A to deÞne x as well, becausein this
caseit is impossible for the second use-clause to override the exist ing deÞnit ion.

Modula-2 [Wirth 1982] and Modula-3, on the other hand, do not have any of
theseproblems. In Modula-2 one must write

FROM M I M PORT a, b, c;

in order for a, b, and cÑ and only thoseÑ to become direct ly accessible without
having to preÞx them by M. Therefore, the ident iÞers deÞnedare lexically apparent
even without knowing the deÞnit ion of module M. Of course, other languages have
an equivalent for the from-impor t construct. In Java we would write

impor t M. a;
impor t M. b;
impor t M. c;

and in ML the same can be achieved by explicit rebinding:

val a = M. a
val b = M. b
val c = M. c

But the point is that if the languagedoesnot enforce such usage then a dependency
analyzer cannot rely on it .

The design of Oberon takes rest rict iveness much further by discarding both wit h
and from-impor t , leaving the language without any facility for circumvent ing the
qualiÞcat ion of ident iÞers [Wirth 1988a; 1988b].

MLÕsapproach isa lot moreßexible (perhapseven unnecessarily so), henceharder
to analyze. However, by imposing only two simple rest rict ions (seeSect ions4 and 5)
we were st ill able to make dependency analysis t ractable.

Recent implementat ions of Scheme include a hygienic macro system. Hygienic
macros are macros that do not su! er from the otherwise common problem with
inadvertent name capture. In part icular, no hygienic macro can bind a name that
is not lexically apparent . If we look at hygienic macros with dependencyanalysis in
mind, then this property seems to automat ically rule out the type of problem that
we have seen in the case of MLÕs open. But even though all names that are bound
by a macroÕs invocat ion must appear lexically, not every namethat appears lexically
will also be bound. This insight can be usedto reducethe satisÞabilit y problem to
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a dependencyanalysis problem of Schemewith hygienic macros in a manner very
similar to the proofs that have been presented earlier in this art icle [Blume 1997,
Chapter 6].

However, NP-hardness may not even be the worst of SchemeÕs problems: the
author is not aware of a reliable dependency analysis algorithm for Scheme that
does not involve expanding macros at analysis t ime, and, in general, terminat ion
of macro expansion is not decidable.

8. OPTIMIZATIONS

It is relativ ely expensive to parse an ent ire source Þle every t ime the dependency
analyzer needs it . Therefore, CM calculatesa condensed version of thesource, which
sheds all parts of the abstract syntax t ree that are not necessary for dependency
analysis. The much smaller result is kept in a cache.

Without open it would be very easy to ÒcompressÓthe per-Þledependency infor-
mation. All the dependencyanalyzer needsto know is the set of namesthat occur
free in a source and the set of names deÞned and exported by the source. In the
absence of open and other constructs with similar behavior it is st raight forward to
calculate these sets for each given source.

With open it is not possible to precompute free and bound variables for each
source. As we have seen before, without prior knowledge of the st ructure being
opened the analyzer will potent ially lose t rack of what is current ly bound or free.
Furthermore, the condensedversion of the source must still maintain knowledge
about the const ituent parts of a st ructure in order to be able to handle cases where
dependency analysis eventually reveals that it is being openedsomewhere.

Even worse, the fact that open may be used locally (e.g., inside a let expression)
means that informat ion about nested scopes in ordinary program code must also
be retained. For example, in the expression

let open X
val b = a + 1

in
b + c

end

it is not clear whether a and c are actually free unt il X becomesavailable.
Summary informat ion about deÞnit ions and uses can st ill be obtained for the

code between separate occurrences of open. For instance, in the previous example
we know that b is not free becausethere is no open separat ing its deÞnit ion from
its use. Fortunately, the savings will normally be substant ial because programmers
tend not to useopen locally very often.

The current implementat ion of CM uses a di! erent st rategy of avoiding this
problem. It simply ignores all names that are not st ructures, signatures, functors,
or functor signatures. Again, for this to be useful, one must rely on a programming
style where everything is deÞnedin modules, but it avoids the need to keep tr ack
of anything but module deÞnit ions and uses.

The size of typical dependency Þles is only 1Ð4% of the corresponding ML source
code size.
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9. CONCLUSIONS AND LESSONS FOR LANGUAGE DESIGN

Dependency analysis for ML is not easy because the deÞnition-use relat ionship
that is responsible for intermodule dependencies and therefore decides whether
a part icular ordering is feasible and unique itself depends on that ordering. In
addit ion to being able to create and use bindings for ident iÞers, in a language like
ML it is also possible for existing bindings to be Òcancelled.ÓIn some sense,this
observat ion lies at the heart of our NP-completeness proofs and must be seen as the
prime reason why dependency analysis can become hard. However, we were able
to overcome these di" cult ies by imposing two simple rest rict ions on the source
language which restored tractability.

As we have seen, the language feature most t roublesome for the dependency
analyzer is open. SMLÕ97 has int roduced a construct called Òdatatype replicat ionÓ
which, regretta bly, has similar properties with respect to dependency analysis. In
part icular, writ ing

dat atype t = dat atype S. t

establishes t to be an alias for S. t but at the same t ime also rebinds all of S. t Õs
constructor names in the current scope. For example, suppose the constructors of
S. t were S. A and S. B. In this casedatatype replicat ions will alsocauseunqualiÞed
names A and B to share bindings with S. A and S. B, respect ively. Thus, the exact
set of names that are being bound depends on the deÞnit ion of S. t much like the
bindings int roduced by open Xdepend on the deÞnit ion of X. Fortunately, datatype
replicat ion is no moredi" cult to deal with than open. The algorithmspresented in
Sect ion 6 would work just as well under a suitable (but st raight forward) extension
of Restrict ion 2c.

To incorporate our new rest rict ions direct ly into ML it would be necessary to
explain thenot ion of compilat ion unitsand the idea of groupsaspart of the language
deÞnit ion. The original deÞnit ion and commentary [Milner and Tofte 1991; Milner
et al. 1990] only brießy discussed separatecompilat ion; therevised deÞnit ion [Milner
et al. 1997] has dropped every ment ion of it .
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