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A principle of direct volume rendering is that visualizations can
be created without creating intermediate geometric structure, such
as polygons comprising an isosurface, but simply by a “direct”
mapping from volume data points to composited image elements.
Together with traditional computer graphics elements such as cam-
era, lighting, and shading, the central ingredient in that direct map-
ping is the assignment of optical properties (opacity, color, etc.)
to the values comprising the volume dataset. This is the role of
the transfer function [6, 26, 28]. As simple and direct as that map-
ping is, it is also extremely flexible, because of the immense variety
of possible transfer functions. Because that flexibility is generally
unconstrained, the most important parameter in producing a mean-
ingful and intelligible volume rendering is also one of the hardest
parameters to set appropriately. This motivates the study of trans-
fer function design, the development of new interfaces for transfer
function specification, and a consideration of how interaction tech-
niques in visualization systems can simplify transfer function cre-
ation. These course notes attempt to describe the current state of
the art of transfer functions in direct volume rendering. Existing
approaches can be approximately located in a continuum between
data-driven and image-driven methods, which determine transfer
functions based on information extracted from the volume dataset,
or from direct volume rendered images, respectively.
Keywords: Volume visualization, Direct volume rendering, Trans-
fer functions, feature detection, data exploration

1 Introduction

Before describing the various approaches to finding and specifying
transfer functions, the basic types of transfer function should be out-
lined. Because they are functions in the strict mathematical sense,
when talking about transfer functions it is important to identify the
domain and range of transfer function in question. This is also a
natural way to categorize the different types of transfer functions.

In the simplest type of transfer function, the domain is the scalar
data value (assuming the volume dataset itself is scalar), and the
range is opacity. Since the direct volume rendered image is gen-
erally composed through repeated applications of the over opera-
tor [39], the extent to which a data value is visible in the final im-
age is determined by how much opacity it contributes. Only impor-
tant features should receive high opacity, so as to not be obscured
by opacity from uninteresting regions. Because of the fundamen-
tal role opacity plays in creating an intelligible volume visualiza-
tion, this particular type of transfer function can be given the more
specific term opacity function. On the other hand, the process of
assigning opacity to a volume data point is often called classifica-
tion [28]. Figure 1 illustrates the application of opacity functions to
some different datasets, showing slices of the dataset before and af-
ter classification, as well as a shaded volume rendering. This figure
also demonstrates a very common class of transfer function, based
on linear ramps between user-specified control points.
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Figure 1: Opacity function demonstration for (from left to right)
synthetic cylinder, CT engine block, and electron microscopy den-
drite. Going from top to bottom: a slice of the dataset, a plot of the
opacity function which assigns opacity α according to data value v,
the result of applying the opacity function to the slice, and an image
rendered using the shown opacity function.

Opacity functions can be generalized to different types of trans-
fer function by augmenting the function’s range. The range often
includes color, because color is a simple and natural way to visually
distinguish between structures [28]. In general, any optical prop-
erty that can be represented and composited by computer graphics
can be in the range of a transfer function. This includes opacity,
color, emittance, scattering by phase functions [23], shading pa-
rameters, texturing [17], and even index of refraction [42]. These
elements can be represented in varying degrees of sophistication;
for instance, opacity can vary according to color, instead of being a
single scalar [34].

Transfer functions can also be generalized by increasing the di-
mension of the function’s domain. These can be termed multi-
dimensional transfer functions. In scalar volume datasets, a useful



second dimension is that of gradient magnitude [16, 19, 26]. Be-
cause the gradient magnitude characterizes how quickly values are
changing in a given neighborhood, its inclusion in the domain of the
transfer function allows the distinction between homogeneous re-
gions, and transition regions. This is especially effective in medical
contexts, where the feature of interest is often the boundary between
two materials. Just as edge detectors in computer vision sometimes
employ a second derivative measure [32], further differentiation in
structure can be achieved in volume rendering by adding a second
derivative to the domain of the transfer function [19]. In fact, the
domain of the transfer function need not include the data value.
Revealing renderings of internal structure are possible with trans-
fer functions based on the gradient magnitude alone [2], which can
be enhanced by modulating opacity according to how orthogonal
the gradient vector is to the view vector [3, 41]. Transfer functions
based solely on the two-dimensional space of surface principal cur-
vature magnitudes have also be explored [12].

Another type of multi-dimensional transfer function arises from
the visualization of volume data which is not a single scalar field.
This includes “multi-variate” data, which logically consists of a set
of overlapping and related scalar values. Magnetic resonance imag-
ing, for example, can measure many different physical quantities
in living tissue (proton density, T1 and T2 relaxation times) [27],
and any combination of these can serve as axes in the domain of
a multi-dimensional transfer function [25]. Volumetric color data
such as produced by the Visible Human Project [35], and multi-
variate data produced by computational fluid dynamics numerical
simulation, are other types of data which can benefit from multi-
dimensional transfer functions [7, 18, 21]. Various types of deriva-
tives can be measured in multi-variate data, including a generaliza-
tions of gradient magnitude [4, 5, 43]; these can also play a role in
the transfer function [18, 21]. Finally, vector and tensor [17] vol-
ume datasets can also be visualized with appropriate applications
of multi-dimensional transfer functions.

The enormous flexibility of transfer functions is both a benefit
and a drawback. The benefit is that direct volume rendering can
be an extremely expressive form of volume visualization because
the image can represent such a variety of aspects of the data. The
problem is that finding a good transfer function is extremely diffi-
cult, and the most common method is a frustrating trial-and-error
process. There are at least three reasons for this:

1. Transfer functions have an enormous number of degrees of
freedom in which the user can get lost. Even using simple
linear ramps, every control point adds two degrees of freedom.

2. The usual interfaces for setting transfer functions (based on
moving control points defining a set of linear ramps) are gen-
erally not constrained or guided by the dataset in question, or
by the problem domain from which the dataset came. The
lack of guidance is what forces the user into a trial-and-error
mode of interaction, in which the transfer function domain is
explored only by observing changes in the volume rendering
as a result of incremental adjustments.

3. Transfer functions are inherently non-spatial, in the sense that
their assignment of color and opacity does not includes spatial
position as a variable in their domain. This can be frustrating
if the user is interested in isolating one feature of the volume
which is spatially localized, but not distinguishable, in terms
of data value (or other transfer function domain variables),
from the other regions in the volume.

The goal of volume visualization is to produce a clear and in-
formative picture of the important structures in a dataset. Setting a
transfer function by trial-and-error is frustrating because it is tan-
tamount to performing feature detection by trial-and-error. Fortu-
nately, recent research in volume visualization has explored the spe-

cific problem of transfer function design, and the development of
new interfaces for transfer function specification. Existing methods
can be roughly categorized with a distinction between data-driven
and image-driven [15, 37, 38]. Data-driven methods extract infor-
mation from the volume dataset itself, which can be used to con-
strain the space of transfer functions, or to guide the user towards
good transfer function settings. Image-driven methods are instead
based on volume rendered images, so that the space of transfer func-
tions is navigated indirectly, by exploring (with varying degrees of
automation and interaction) the space of renderings. The following
section considers volume visualization methods which are similar
to direct volume rendering, but which successfully side-step the dif-
ficulties of transfer function specification. Then, the remaining sec-
tions consider current methods for transfer function specification in
terms of the data-driven and image-driven distinction.

2 Volume Visualization by Spatial Feature
Detection

There is a small but growing class of volume rendering techniques
which do not employ transfer functions in the traditional sense of
the word. Generally, transfer functions do not have positional de-
pendence. That is, color and opacity are assigned on the basis of
locally measured properties such as value and gradient magnitude.
These quantities obviously vary with position in the volume, but
position itself does not appear in the domain of the transfer func-
tion, nor does any other quantity which can’t be directly expressed
in terms of local properties. The variables in the transfer function
domain are generally so simple that it is practical to compute them
from the dataset “on the fly” during the rendering process, instead
of as a seperate pre-process.

However, it is hard to draw an essential distinction between
quantities which tend to be computed by a pre-process (such as
segmentation based on region growing or clustering), resulting in
position-dependent information incompatible with transfer func-
tions, versus those quantities which are so readily computed or
approximated (such as gradient magnitude) that it makes perfect
sense for them to be in the transfer function domain. Sometimes,
for instance, the gradient magnitude is precomputed for reasons of
efficiency [24], but one can also imagine ray-tracing approaches
that do sophisticated filtered derivative estimation and eigensystem
computation at every sample in order to compute coordinates in a
curvature based transfer function [12].

Some research in volume rendering avoids traditional transfer
functions while maintaining the goal of creating an informative im-
age of the structure of the dataset. This is possible by transforming
the problem of transfer function specification to one of feature de-
tection in the spatial domain. The associated parameter space is
likely simpler than the space of transfer functions, but there is still
useful flexibility. This work is relevant to a consideration of transfer
functions because it reminds us of the limitations of volume visu-
alization based on traditional transfer functions, and it may inspire
new transfer function domains and applications.

Lürig and Ertl [29] use three-dimensional morphological oper-
ations such as erosion and dilation to characterize feature size at
a range of scales, then use the results of these operations to gen-
erate color-coded visualizations of the volume structure. Fang et
al. [9] created volume visualizations by applying a sequence of im-
age processing operations such as histogram equalization, smooth-
ing, sharpening, and edge detection, and then using a simple lin-
ear ramp opacity function. Hladůvka et al. [13] identify regions of
high salience in the volume dataset, to facilitate progressive trans-
mission and visualization, by analyzing the smallest eigenvalue of
the Hessian of data values, as well as the magnitude of the gradi-
ent. Rheingans and Ebert [8, 41] generalize the classification and



shading steps of traditional volume rendering to include a series of
opacity and color modifications to acheive boundary enhancement,
silhouettes, halos, and depth cueing, creating improved visualiza-
tions of volume structure.

3 Data-driven Transfer Function Specifi-
cation

The principle of data-driven transfer function specification is that
information derived from the dataset can either guide the user to-
wards appropriate transfer function settings, or can actually con-
strain the space of transfer functions available in the user inter-
face to a more promising subset. Because the transfer function is
position-independent, the information used to generation a transfer
function is usually also position-independent. This explains why
many data-driven methods are based on histograms and their anal-
ysis, since histograms by their nature accumulate information in a
position-independent fashion.

Many data-driven methods useful for transfer function specifica-
tion are actually targeted towards the determination of isovalue in
the context of volume visualization by isosurface extraction. Iso-
value determination is a similar problem to transfer function spec-
ification, in that the effectiveness of the resulting visualization de-
pends entirely on a parameter setting which is applied uniformly
throughout the volume. Because the parameter space of isovalues
is one-dimensional, it is simpler to navigate, but finding the right
isovalue can be taxing, especially with visualization methods or ap-
plications which do not support varying the isovalue at interactive
rates. Any method which helps determine isovalues is immediately
useful for setting opacity functions, because it gives information
about which values are more important for showing the structure of
a dataset. Rather than giving full opacity to exactly one value, so as
to depict an isosurface, we can give opacity to a broader range of
values, depending on their relative importance.

The Contour Spectrum is an important technique for isovalue
determination [1] in unstructured meshes. By exploiting the math-
ematical properties of the mesh, important measures of an isosur-
face, such as surface area, volume, mean gradient magnitude, and
topological characteristics, can be computed efficiently. More im-
portantly, the results of these measurements are integrated into the
same interface which is used to set the isovalue. By providing
a compact visual representation of the metrics evaluated over the
range of possible isovalues, the user can readily decide, based on
their rendering goals, which isolevel to use. The idea of enriching
a user interface for parameter setting with dataset-specific informa-
tion is a powerful one, which has widespread relevance.

The idea of tracking how the topology of the isosurface changes
as the isovalue increases has been used by others as a way of de-
termining important isovalues and transfer function settings. Fu-
jishiro et al. [10] use a “Hyper Reeb graph” to depict the isosurface
topology at any given isovalue, as well as the isovalues correspond-
ing to critical points where the topology changes. Given some as-
sumptions about what topological characteristics signify important
isosurfaces (such as considering important isosurfaces as those with
a small number of connected components), this information can be
used as guidance to set isovalues and transfer functions. Or, if iso-
surfaces at the critical values are assumed to be important, setting
isovalues and transfer functions can be largely automated.

Pekar et al. [36] exploit the divergence theorem of vector cal-
culus [33] to determine which isovalues tend to correspond with
strong boundaries in a very efficient manner. Because the gradient
vector is always perpendicular to an isosurface, the gradient mag-
nitude is expressible as a dot product with the isosurface normal.
Since the surface integral of the gradient magnitude, computed over
an isosurface, generally indicates how closely the isosurface corre-

sponds to a significant boundary, the divergence theorem can be
employed to replace the surface integral with a volume integral of
the gradient divergence, which is the Laplacian. Fortunately, vol-
ume integrals can be easily approximated by simple histograms, so
this method requires only a single pass through the dataset to create
a Laplacian-weighted histogram of data values. Other weighting
schemes for emphasizing different surface and curvature character-
istics are also possible. The resulting histograms can be used as
guidance on either isovalue selection or opacity function creation.

Tenginakai et al. [45] use statistical methods to extract informa-
tion about salient isosurfaces. This approach is based on histograms
of values in a local window. Histograms can be described in terms
of their moments, which are model-independent statistical estima-
tors of central tendency. The variance is the second moment, and
skew and kurtosis are based on the third and fourth moments, re-
spectively. The local window can be centered on any voxel, and
the statistical measures of its histogram can be associated with the
center voxel. A two-dimensional scatterplot of the relationship be-
tween the center voxel’s data value, and the associated histogram’s
statistics, can serve as a “statistical signature” which summarizes
the behavior of a statistical measure across the space of data val-
ues. By assuming a model of the boundary as a discontinuous junc-
tion between two fixed values, one can determine parametric curves
which, if present in the statistical signatures, indicate the presence
and characteristics of a boundary.

Tenginakai’s approach, like Pekar’s, produces information which
is interpreted in terms of some minimal assumptions about what
constitutes importance, in order to produce guidance in setting iso-
values or opacity functions. If one uses a different domain for the
transfer function, other than data value, then minimal assumptions
can be sufficient to vastly simplify the task of transfer function spec-
ification. For example, Csébfalvi et al. [2] avoid dependence on
data value by creating opacity functions based on gradient mag-
nitude, which are easy to set given the assumption that high gra-
dient magnitudes are interesting. Furthermore, by reducing opac-
ity when the gradient direction is aligned with the view vector, the
only portion of a surface which contribute opacity is its silhouette.
Hladůvkaet al. [12] use the two-dimensional space of principle sur-
face curvature magnitudes (κ1, κ2) to form a transfer function do-
main, in which is trivial to enhance and color different structures
in the volume according to their surface shape. Sato et al. [44] use
weighting functions of eigenvalues of the Hessian matrix to mea-
sure the shape of local structure in terms of edge, sheet, line, and
blob. Two and/or three of these measures can be used as axes of a
transfer function emphasize different structures in the volume ac-
cording to their shape, which tends to have biological significance
in the context of medical imaging.

The semi-automatic method of Kindlmann and Durkin [15, 16] is
based on analysis of a three-dimensional histogram which records
the correlation, throughout the given dataset, between data value,
gradient magnitude, and the second directional derivative along the
gradient direction. The approach can be thought of as having two
components; the first is similar to the Contour Spectrum, in that
functions computed from the 3D histogram can be used as guid-
ance in setting isovalues and opacity functions. The second compo-
nent is for semi-automatically generating opacity functions. Based
on dataset-specific information and some user-specified controls, it
calculates opacity functions which aim to make opaque only those
positions in the transfer function domain which reliably correspond
to the boundary between two relatively homogeneous regions. One
benefit of this method is the ability to generate two-dimensional
opacity functions (of data value and gradient magnitude) as well
as standard one-dimensional opacity functions, using the same in-
terface. The drawback in the second component is additional con-
ceptual complexity, and the assumption of a particular boundary
model, namely a Gaussian-blurred step function. An assessment



of how significantly this practically limits the second component’s
utility has not been performed. Other work has used results from
the first component to automate the adjustment of opacity functions
for magnetic resonance angiography visualization [40].

4 Image-driven Transfer Function Speci-
fication

Image-driven methods use direct volume rendered images to nav-
igate the space of transfer functions. Anyone who has spent time
using trial-and-error to find a transfer function can attest to how un-
intuitive the relationship between the transfer function and the ren-
dered can be. Specifically, small changes in the transfer function
can lead to either very small or very large changes in the rendered
image. The power of image-based methods is in their ability to cre-
ate a more uniform and a more intuitive interface, allowing the user
to directly find the best rendering, instead of having to manipulate
the transfer function itself.

The first work to address the problem of transfer function spec-
ification for volume rendering by He el at. [11] uses genetic algo-
rithms to ”breed” a good transfer function for the dataset in ques-
tion. The system randomly generates a set of transfer functions,
and renders small images for each one. Presented with this set of
renderings, the user then picks the few renderings that seem to best
display the volume data, and a new population of transfer functions
is stochastically generated based on those that the user picked. This
process iterates until the user feels that the best transfer function
has been found. Alternately, a image-processing metric like en-
tropy, variance, or energy is used as an objective fitness function to
evaluate the rendered images without human guidance, and the pro-
cess eventually converges on a transfer function which maximizes
the fitness function. The method succeeds in generating good ren-
derings, and frees the user from having to edit the transfer function
manually.

The Design Gallery method presented by Marks et al. [31] ad-
dresses the problem of “parameter tweaking” in computer graph-
ics in general, with applications to light placement for rendering,
motion control for articulated figure animation, as well as transfer
functions in direct volume rendering. Here, the goal is not to find
the one best parameter setting, but to find as wide a variety of pa-
rameter settings as possible, relying on a user-specified metric to
determine similarity between rendered images. The system gener-
ates a very large set of transfer functions, and then formats small
thumbnail renderings resulting from these transfer functions into a
two dimensional arrangement called a ”design gallery”. The user
peruses these thumbnail images, selecting the most appealing ren-
dering. Because the method performs organized sampling of the
parameter space, it is likely that if a good transfer function exists
for a given dataset, the Design Gallery will find it or a close ap-
proximation to it. The spatial coherence of renderings with similar
appearance facilitates finding the best possible setting.

Other recent work has used different approaches to organize the
rendered images in a way which facilitates finding good transfer
functions. König and Gröller [22] use an approach which could be
termed thumbnail parameterization, whereby families of transfer
functions are displayed by linear arrangement of thumbnail render-
ings, for exploring one-parameter and two-parameter families of
transfer functions. For example, this facilitates finding the right
data value at which to center a peak in the opacity function, or find-
ing the right combination of opacities by which to scale two sepa-
rate peaks in an opacity function. Ma [30] developed a graph-based
interface which organizes visualization results according to the his-
tory of parameter changes. Each node in the graph is a thumbnail
rendering; the relationship between a change in rendering parame-
ter and the resulting visualization is depicted by an edge connecting

renderings before and after the change. Jankun-Kelly and Ma [14]
have developed a spreadsheet-like interface for recording and repre-
senting the parameter space exploration processes. Illustrating the
relationship between rendering parameters and the resulting visu-
alization in organized and systematic fashion helps users find and
share effective visualization results.

5 Discussion

The distinction between image-driven and data-driven methods for
setting transfer functions is not an essential one. It is possible, for
instance, to use rendered images to guide transfer function specifi-
cation, but do so in a way which is also constrained by the underly-
ing data. Kniss et al. [20] proposed an method of dual-domain in-
teraction which straddles the image and data domains. As points in
the volume are queried with a 3D data probe, or by clicking on the
image of a cutting plane, the transfer function is updated to assign
opacity in a region around the transfer function domain coordinates
of the query location. As with image-driven methods, interaction
is in the context of the rendered image, and direct interaction in the
transfer function domain is avoided (though not disallowed), but the
transfer function generated is still constrained by the properties of
the given dataset, similar to data-driven methods.

Comparisons of transfer function specification methods implic-
itly involve a more fundamental question: what kind of tools benefit
the different kinds of visualization needs? More specifically, how
much knowledge (on the part of the user) can be assumed when cre-
ating interfaces for handling complicated parameter setting? When
is it better to simply create guidance through a parameter space,
versus enforce constraint to some heuristically determined subset of
it? What is the appropriate amount of automation? What is the best
context to present new information extracted from a given dataset,
but beyond what is used in any particular parameter setting task?
The Design Galleries method of setting transfer functions is a very
effective way for a novice user to find a good visualization, with-
out any knowledge of the associated space of transfer functions.
However, it doesn’t generate or directly express information about
inherent structure in the dataset, which the Contour Spectrum does
by graphing different isosurface metrics evaluated over the space of
isovalues. On the other, this interface is useful only after we un-
derstand what the different metrics represent, and have formed an
idea of what constitutes an interesting isovalue in terms of those
metrics. Like most other data-driven tools, the Contour Spectrum
is useful because it provides guidance, while Kindlmann’s semi-
automatic method, used in its entirety, actually constrains the user
to a significantly smaller subset of the space of opacity functions.
This may seem unnecessary for one-dimensional opacity functions,
but such constraint is more readily appreciated when creating two-
dimensional opacity functions, which have a vastly greater number
of degrees of freedom.

Because the transfer function is the central ingredient in creating
a direct volume rendering, it is also defines a fundamental limit on
what kinds of visualization can be done by direct volume rendering.
Suppose there are two structures which can be readily separated in
the spatial domain of the volume dataset, and which are known to
correspond to different features in the underlying object. Suppose
also that the transfer function domain coordinates for the voxels in
one structure overlap with those for the other structure. It is impos-
sible to visualize these structures in isolation using direct volume
rendering. As long as the transfer function is the sole source of
opacity assignment, structures can be distinguished in the rendering
only to the extent that they can be separated in the transfer function
domain. As mentioned in Section 1, this limitation, and the rela-
tionship it imposes between the transfer function and the rendered
image, is part of the reason that setting transfer functions is unin-
tuitive and time-consuming. The methods described here represent



different strategies for dealing with the problem of the transfer func-
tion: either by side-stepping the problem entirely and doing spatial
feature detection (Section 2), by using something as intuitive as ren-
dered images to indirectly navigate the unintuitive relationship be-
tween transfer function and rendering (Section 4), or by combining
information extracted from the dataset with heuristics about feature
importance to create guidance or constraint in the transfer function
space. Future work in volume rendering, transfer function design,
and visualization interaction techniques, will surely produce novel
ways of extending transfer functions and enriching user interfaces
to make direct volume rendering a more powerful visualization tool.
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