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Abstract. We start by showing that in an active learning setting, the
Perceptron algorithm needs () labelsto learn linear separatorswithin
generalization error . We then presert a simple selective sampling algo-
rithm for this problem, which combines a modi cation of the perceptron
update with an adaptive Itering rule for deciding which points to query.
For data distributed uniformly over the unit sphere, we show that our
algorithm reaches generalization error  after asking for just O(dlog 1)
labels. This exponertial improvemert over the usual sample complexity
of supervised learning has previously been demonstrated only for the
computationally more complex query-by-committee algorithm.

1 Intro duction

In many machine learning applications, unlabeled data is abundant but labeling
is expensiwe. This distinction is not captured in the standard PAC or online
models of supervisedlearning, and has motivated the eld of active learning, in
which the labels of data points are initially hidden, and the learner must pay for
ead label it wishesrevealed.If query points are chosenrandomly, the number
of labels neededto reach a target generalization error , at a target con dence
level 1 , is similar to the samplecomplexity of supervisedlearning. The hope
is that there are alternativ e querying strategieswhich require signi cantly fewer
labels.

To date the single most dramatic demonstration of the potential of active
learning is perhaps Freund et al.'s analysis of the query-by-committee (QBC)
learning algorithm [6]. In their seletive sampling model, the learner obsenes
a stream of unlabeled data and makes spot decisionsabout whether or not to
ask for a point's label. They show that if the data is drawn uniformly from the
surfaceof the unit spherein RY, and the hidden labels correspond perfectly to a
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homogeneouqi.e., through the origin) linear separator from this samedistribu-
tion, then it is possibleto achieve generalizationerror  after seeingO(¢ log 1)
points and requesting just O(dlog 1) labels# an exponertial improvemert over
the usual O(¢) sample complexity of learning linear separatorsin a supervised
setting.> This remarkable result is tempered somewhat by the complexity of
the QBC algorithm, which involvesrandom sampling from intermediate version
spacesthe complexity of the update step scales(polynomially) with the number
of updates performed.

In this paper, we shov how a simple modi cation of the perceptron update
can be usedto achieve the samesample complexity bounds (within O factors),
under the samestreaming model and the sameuniform input distribution. Unlike
QBC, we do not assumea distribution over target hypothesesand our algorithm
doesnot needto store previously seendata points, only its current hypothesis.

Our algorithm has the following structure.

Set initial  hypothesis vy 2 R
For t=1;2;:::
Receive unlabeled point X
Make a prediction SGRv; Xt)
Filtering step: Decide whether to ask for x;'s label
If label y; is requested:
Update step: Set vi+1 based on v¢; x;; v
Adjust filtering rule
else: Vi1 = W

Up date step. It turns out that the regular perceptron update, that is,
if (X¢;Yt) is misclassi ed then vi+1 = Vi + Vi Xy

cannotyield an error rate better than (1=p I;), wherel; is the number of labels
queried up to time t, no matter what Itering schemeis used. In particular, if
the data is perfectly classi ed by somelinear separatoru 2 RY, and if . is the
angle betweenu and v; then

Theorem 1. Foranyt 1,if (4 ¢+ then sin 1:(5p It + kvok2).

This is a distribution-free result; when the data is distributed uniformly over the
unit sphere, ¢ sin ¢ (for ) is proportional to the error rate of v;.
Soinstead we usea slightly modi ed update rule:

if (X¢;Y:) is misclassiedthen vi.a = i 2(Vi X)Xy

(where x; is assumednormalized to unit length). The samerule, but without
the factor of two, hasbeenusedin previouswork [3] on learning linear classi ers
from noisy data, in a batch setting. We are able to show that our formulation has
the following generalization performancein a supervised (non-active) setting.

4 In this paper, the O notation is usedto suppressterms in logd;loglog t and log 2.
5 This label complexity can be seento be optimal by counting the number of spherical
caps of radius that can be packed onto the surface of the unit spherein RY.



Theorem 2. When the modi e d Perceptron algorithm is applied in a sequential
supervisal setting, with data points x; drawn independently and uniformly at
random from the surface of the unit sphee in RY, then with probability 1
after O(d(log £ + log 1)) mistakesits genealization error is at most .

This cortrasts favorably with the O(<) mistake bound of the Perceptron algo-
rithm, and a more recert variant, on the samedistribution [2,9].

Filtering step. Given the limited information the algorithm keeps,a natural
Itering rule is to query points x; when jv; X;j is lessthan somethreshold s;.
The choiceof s; is crucial. If it is too large, then only a miniscule fraction of the
points queried will actually be misclassi ed { almost all labels will be wasted.
On the other hand, if s; is too small, then the waiting time for a query might be
prohibitiv e, and when an update is actually made, the magnitude of this update
might be tiny.

Therefore, we setthe threshold adaptively: we start s high, and keepdividing
it by two until we reach a level wherethere are enoughmisclassi cations amongst
the points queried. This Itering strategy makes possible our main theorem,
again for data from the uniform distribution over the unit spherein RY.

Theorem 3. With prokability 1, if the active madi e d Perceptron algorithm
is given a stream of O(¢ log 1) unlabeled points, it will requestO(dlog?) lakels,
make O(dlog %) errors (on all points, labeled or not), and have nal error

2 Related Work

Our approach relates to the literature on selective sampling [6,4]. We have al-
ready discussedquery-by-committee [6], which is perhapsthe strongest positive
result in active learning to date. There have beennumerousapplications of this
method and also seeral re nements (see,for instance, [7,5]).

Cesa-Biandi, Gertile, and Zaniboni [4] have recertly analyzedan algorithm
which conformsto roughly the sametemplate as ours but diers in both the
update and lItering rule { it usesthe regular perceptron update and it queries
points x; accordingto a xed, randomized rule which favors small jv; xtj. The
authors make no distributional assumptionson the input and they show that in
terms of worst-casehinge-lossbounds, their algorithm doesabout aswell asone
which queriesall labels. The actual fraction of points queried variesfrom data set
to data set. In cortrast, our objective is to achieve a target generalization error
with minimum label complexity, although we do also obtain a mistake bound
(on both labeled and unlabeled points) under our distributional assumption.

Many active learning schemesfor linear separators (or probabilistic ana-
logues) have been proposedin the literature. Seweral of these are similar in
spirit to our heuristic, in that they query points closeto the margin, and seem
to have enjoyed some empirical successe.g., [8]. Finally, there is a rich body
of theory on a related model in which it is permissible to create query points
synthetically; a recert survey by Angluin [1] summarizeskey results.



3 Preliminaries

In our model, all data x; lie on the surfaceof the unit ball in RY, which we will
denote as S:
S= x2RY kxk=1 :

Their labelsy; are either 1 or +1, and the target function is a half-space
u x Orepresetied by a unit vector u 2 RY which classi esall points perfectly,
that is, y(u X¢) > O for all t, with probability one.

For any vectorv 2 RY, wede ne ¢ = i to bethe corresponding unit vector.

Our lower bound (Theorem 1) is distribution-free; thereafter we will assume
that the data points x; are drawn independertly from the uniform distribution
over S. This implies that any hypothesisv 2 RY has error

(V) = Pe2s[SGIW x) 6 SGRu x)) = 2recosu ),

We will usea few useful inequalities for  on the interval (0; 5].

4 1 cos 1
=z — 2 @

— sin (2)

Equation (1) can be veri ed by cheding that for in this interval, 2% is a

decreasingfunction, and evaluating it at the endpoints.
We will also make use of the following lemma.

Lemma 1. For any xed unit vector a and any 1,

2 Px2s ja Xj P—a (3)

The proof is deferredto the appendix.

4 A lower bound for the Perceptron update

Consider an algorithm of the following form:

Pick somevy 2 R

Repeat for t=0;1;2;:::
Get some (x;y) for which y(vi x) O
Vi+r = Vi + yX

On any update,
Ve U=V u+ y(x u): (4)



Thus, if we assumefor simplicity that vo u 0 (we can always just start court
when this rst occurs)thenv; u 0 always, and the angle betweenu and v; is
always acute. Denoting this angleby , we get
kvikcos = v u:
The update rule alsoimplies
kvier K2 = kvik® + 1+ 2y(v; X): (5)
Thus kvik? t+ kvok? for all t. In particular, this meansthat Theorem 1 is an

immediate consequencef the following lemma.

Vi

(ii)

Fig. 1. The plane de ned by u and v.

Lemma 2. Assumevp u O (i.e., start count whenthis rst occurs). Then

1

t+1 ¢ ) sin{ min ?T\/tk
Proof. Figure 1 shows the unit circle in the plane de ned by u and v;. The
dot product of any point x 2 RY with either u or v; depends only upon the
projection of x into this plane. The point is misclassi ed whenits projection lies
in the shadedregion. For suc points, y(u x) is at most sin ; (point (i)) and
y(v; Xx) is at least k viksin { (point (ii)).

Combining this with equations (4) and (5), we get

Vi+#1 U V¢ U+ sin ¢
kvisr K2 kvik® + 1 2kviksin ¢



To establish the lemma, we'll assume 41 t and sin ¢ ﬁ and then
concludethat sin { 3.
t+1 ¢ implies
(U Vis)? (U v+ sin )2
cos cos S
! t KViey K2 kvikZ+ 1 2kviksin .
The nal denominator is positive sincesin —5k\1/tk. Rearranging,
(kvik? + 1 2kviksin () cog (U w)2+sin® (+ 2(u v)sin .
and using kvikcos ¢ = (U w):
(1 2kviksin t)cos2 t sin® ¢ + 2kviksin { cos
Again, since sin ﬁ it follows that (1  2kviksin {) 3 and that
2kvik sin { cos % Usingcog = 1 sin?, we then get
3 2
(1 sin? sin? (+ =
= ) otz
which works out to sin? % implying sin { > % t

The problem is that the perceptronupdate canbetoo large. In R? (eg. Figure
1), when . is tiny, the update will causevi.; to overshot the mark and swing
too far to the other side of u, unlesskv;k is very large: to be pchise,we need
kvik =  (1=sin ). But kvik grows slowly, at best at a rate of * t. If sin ¢ is
proportional to the error of v, asin the caseof data distributed uniformly over
the unit sphere,this meansthat the perceptron update cannot stably maintain
an error rate until t= (1= 2).

5 The modied Perceptron update

We now describe the modi ed Perceptronalgorithm. Using a simple modi cation

to the standard perceptron update yields the fast corvergencewe will prove
subsequeltly. Unlike with standard Perceptron, this modi cation ensuresthat
Vi U is increasing, i.e., the error of v; is monotonically decreasing.Another
di erence from the standard update (and other versions)is that the magnitude
of kvik = 1, which is conveniert for our analysis.

The modi ed Perceptron algorithm is shown in Figure 2. Note that the up-
date canalsobe written asvi+1 = Vi + 2yijV; XtjXt, Sinceupdatesare only made
on mistakes, for which y; 6 SGIV; X:), by de nition. Thus we are scaling the
standard perceptron's additiv e update by a factor of 2jv; x;j to avoid oscillations
causedby points closeto the half-spacerepresened by the current hypothesis.

We now show that the norm of v; stays at one. Note that kvik = 1 and

kVt+]_ k2 = kVt k2 + 4(Vt Xt)szt k2 4(Vt Xt)2 =1



Inputs: dimensionality d and desired number of updates
(mistakes) M.
Let v; = xpy; for the first example (x1;y1).
For t=1to M:
Let (xt;y:) be the next example with y(x v;) < 0.
Visl = Ve 2(Vt X)Xt

Fig. 2. The (non-active) modi ed Perceptron algorithm. The standard Percep-
tron update, vi+1 = Vi + Vi Xy, iS in the samedirection (note yy = SGR  Xt))
but di erent magnitude.

by induction. In contrast, for the standard perceptron update, the magnitude of
Vv is important and normalized vectors cannot be used.

With the modied update, the error can only decreasebecausev; u only
increases:

Vier U= Ve U 2(Ve X)(Xt U) =V U+ 2jvy XijjX¢ Uj:

The secondequality follows from the fact that v; misclassi ed x;. Thus v; u
is increasing, and the increasecan be bounded from below by showing that
jVt X¢jjX¢ uj is large. This is a di erent approach from previous analyses.

Blum et al. [3] usedan update similar to ours, but without the factor of two.
In general,one can considermodi ed updatesof the form v+ = v (Ve X¢)Xt.
When 6 2, the vectorsv; no longer remain of xed length; however, one can
verify that their corresponding unit vectors¥; satisfy

. . . P
Car U= (O U+ 0 Xjxe uj)= 1 (2 (% Xt)Z;

andthusany choiceof 2 [0; 2] guaranteesnon-increasingerror. Blum et al. used

= 1 to guarantee progressin the denominator (their analysisdid not rely on
progressin the numerator) aslong as%; u and (% x;)? wereboundedaway from
0. Their approach was usedin a batch setting as one piece of a more complex
algorithm for noise-tolerart learning. In our sequetiial framework, we can bound
j%  X¢jjx¢ uj away from 0 in expectation, under the uniform distribution, and
hencethe choice of = 2 is most corveniert, but = 1 would work as well.
Although we do not further optimize our choice of the constart , this choice
itself may yield interesting future work, perhapsby allowing it to be a function
of the dimension.

5.1 Analysis of (non-activ e€) modied Perceptron

How large do we expect jv; X;j and ju x;j to be for an error (x¢;y;)? As we

shall see,in d dimensions,we expects eat of theseterms to be on the order of

d ¥2sin {,wheresin { = 1 (v u)2. Hence,we might expect their product

to be about (1 (v; u)?)=d, which is how we prove the following lemma.
Note, we have made little e ort to optimize constart factors.



Lemma 3. For any v;, with prokability at least %,

1
1 1 1 —
Vier U ( Vi u) 5od

There exists a constant ¢ > 0, suchthat with prokability at least %, for any v,

1 v u (1 vtu)lg

Proof. Weshow only the rst part of the lemma. The secondpart is quite similar.

We will argue that ead of jv; xj,ju Xj is \small" with probability at most

1/3. This means,by the union bound, that with probability at least 1/3, they
are both su cien tly large.

The error rate of v; is (= , wherecos ; = v; u. Also de ne the error region

t = fx 2 S|SGR; x) 6 SGKU x)g. By Lemma 1, for an x drawn uniformly

from the sphere,
. . t.
Px2s Vi X] _é_g i 3

Using P[AjB] P[A]=P[B], we have,

Pxaslive xj  5#=] =3) 1
P Vi Xj - X2 8 d ! = =
x2s JVt X] 3_é_d t PrasX 2 i =

w

Similarly for ju xj, and by the union bound the probability that x 2 is within
margin P35 from either u or v is at most % Sincethe updates only occur if x
is in the error region, we now have a lower bound on the expected magnitude of
Vi Xju Xj.

2
. . . 1
P Vi Xju X — X2 =
x2s Vi X J m t 3
Hence,we know that with probability at least 1=3, jv; Xjju X] L ig;)d”)z; since
2 sin® =1 (v u)®and (3 )%< 100 In this case,
1 vier U 1 v U 2V Xtjju Xy
1 (v u)?
1 vi u 50
1+vi u
@ v u 1 ~—Eod

t

Finally, we give a high-probabilit y bound, i.e. Theorem 2, stated herewith proof.

Theorem 2. With prokability 1, after M = O(d(log £ + log 1)) mistakes,
the geneanlization error of the modi e d Perceptron algorithm is at most .



Proof. By the above lemma, we can concludethat, for any vector v,

1

Ex,;2 [l wis1 ul (1 v u) 1 m

This is becausewith 1=3 probability it goes down by a factor of 1
and with the remaining 2=3 probability it doesnot increase.Hence, after
mistakes,

L
50d
M

E[1T v u (@ vy u 1 150 1504

sincev; u 0. By Markov's inequality,

M
1 1
P 1 vy u 1 1504
Finally, using (1) and cos v = vy u, weseeP[% 2 (1 =) 11 .
Using M = 150dlog(1= ) givesP[+ ] as required. t

6 An active modied Perceptron

The active version of the modi ed Perceptron algorithm is shown in Figure 3.
The algorithm is similar to the algorithm of the previous section, in its update
step. For its ltering rule, we maintain a threshold s; and we only ask for labels
of exampleswith jv1p Xtj  st. We decreasethis threshold adaptively over time,
starting at s; = 1= d and reducing it by a factor of two whenewer we have a
run of labeled exampleson which we are correct.

For Theorem 3, we selectvalues of R;L that yield error with probability
at least1 . The idea of the analysisis as follows:

De nition 1. We say the tth update is \good" if,

1 via u @ vtu)lg

(The constant c is from Lemma 3.)

1. (Lemma 4) First, we argue that s; is not too small (we do not decreases;
too quickly). Assuming this is the case,then 2 and 3 hold.

2. (Lemma 6) We query for labelson at least an expected 1/32 of all errors. In
other words, someerrors may go undetected becausewe don't ask for their
labels, but the number of mistakestotal should not be much more than 32
times the number of updates we actually perform.

3. (Lemma 7) Each update is gaod (De nition 1) with probability at least 1=2.

4. (Theorem 3) Finally, we conclude that we cannot have too many label
queries,updates, or total errors, becausehalf of our updates are good, 1/32
of our errors are updates, and about 1=R of our labels are updates.



Inputs: Dimensionality d, maximumnumber of labels L,
and patience R.
Vi = X1¥1 for the first example (x1;Yy1).
S = 1= a
For t=1to L:
Wait for the next example x : jx v;{j st and query its label.
Call this labeled example (Xi;V:).
If (x¢ vi)yr < 0, then:

Vier = Vi 2(V Xp)Xt
St+1 = St

else:
Vitr = Vi

If predictions were correct on R consecutive labeled
examples (i,e. (x; vi)yi 08i2ft R+ 1;t R+ 2:::;tg),
then set si+1 = st=2, else Si+1 = St.

Fig. 3. An active version of the modi ed Perceptron algorithm.

We rst lower-bound s; with respect to our error, showing that, with high
probability, the threshold s; is never too small.

Lemma 4. With promability at least1 L % R, we have:

r—
1 (U w)?

16d

<Before proving this lemma, it will be helpful to show the following lemma. As
before,let usdene ;= fx 2 Sj(x w)(x u) < 0g.

St for t = 1;2;:::;L, simultaneously. (6)

Lemma 5. Forany 2 O0; % ,
. . 1
Pxi2s Xt 2 t JXt wj< 2
Proof. Let x be a random example from S such that jx v¢j < and, without
loss of generality, supposethat 0  x v . Then we want to calculate the

probability we err, i.e. u x < 0. We can decompsex = x°+ (x v)v; where
x%= x (x w)v is the componert of x orthogonal to v, i.e. x° v; = 0. Similarly
foru®=u (u v)v. Hence,

u x=(u+ (u vov) (x°+ (x vv) = u® x%+ (U vi)(x W)

In other wgrds, we err i u® x%< (u v)(x v). Usingu v 2 [0;1] and since
X v 2[0; (1 (u v)?)=(4d)], we concludethat if,

r
2
w0 x0< 1 (:d Vt) @)



then we must err. Also, let R0 = % be the unit vector in the direction of x°.

It is straightforward to chedk that kx% = P 1 (x wv)2. Similarly, for u we
dene 00 = p% Substituting these into (7), we must err if, 00 89 <

1 (uve

1:p 4d(1  (x w))?; and sincep 1 (x w)? P 1 1=(4d), it suces to
show that,
" #
1 1
P 0 R0<p——- 0 x v -
x2S " T 1=(0)) t 4

What is the probability that this happens?Well, one way to pick x 2 S would
be to rst pick x v; and then to pick ®° uniformly at random from the set
S%= 892 Sj®% v, = 0g, which is a unit spherein one fewer dimensions.Hence
the above probability does not depend on the conditionirw. By Lemma 1, for
any unit vector a 2 SO the probability that jo° aj 1= 4(d 1) is at most
1=2, so with probability at I%ast 1=4 (since thg distribution is symmetric), the
signedquarntity 0° %< 1= 4(d 1)< 1= 4d(1 1=(4d)). t

We are now ready to prove Lemma 4.

Proof (of Lemma4). Supposethat condition (6) fails to hold for somet's. Let
t be the smallest number suc that (6) fails. By our choice of sy, clearly t > 1.
Moreover, sincet is the smallest such number, and u v; is increasing, it must
be the casethat s; = s; 1=2, that is we just saw a run of R labeled examples
(xi;yi), fori=t R;:::;t 1, with no mistakes,v; = v, and

r

1 (u vt)2:r 1 (u vi)?,

. = 2 <
Si S &S 2d 2d

(8)

Sudh an evert is highly unlikely, however, for any t. In particular, from Lemmas,
we know that the probabilit y of (8) holding for any particular i and the algorithm
not erring is at most 3=4. Thus the chance of having any sud run of length R
is at most L (3=4)R.

Lemma 5 alsotells us something interesting about the fraction of errors that
we are missing becausewe do not ask for labels. In particular,

Lemma 6. Given that s; P (1 (u w)?2)=(16d), upon the tth update, each
erroneous exampleis queried with prokability at least 1/32, i.e.,

. . 1
Px2s jX W] St X2 ¢ 3



Proof. Using Lemmas5 and 1, we have

mn r 7#
. . . . 1 (U w)?
Pxas[X2 t"jx wij st] Pxas X2 ("X wj LW w?
16d
n r 7#
1 . . 1 (U w)?
ZPXZS X v —16d
1P 1
_ 2= " gj
64 1 (u w) 64sm t
_t
32
For the last inequality, we have used (2). However, Py>s[x 2 (] = (=, soO

we are querying an error x 2  with probability at least 1=32, i.e., the above

inequality implies,

Pxas[x2 +"jx wj s] =B2)_ 1.
Px2s[x 2 ] t= 32

Py2s jXx v s x2 =

Next, we show that the updates are likely to make progress.

Lemma 7. Assumingthat s; P 1 (u w)?)=(16d), arandomupdateis gaod
with probability at least 1=2, i.e.,
h o i 1

Pazs (1 v W) (1 v ) 1 o X v s"xe2 ¢ 3
Proof. By Lemma 6, ead error is queried with probability 1/32. On the other
hand, by Lemma 3 of the previous section, 63/64 of all errors are good. Since
we are querying at least 2/64 fraction of all errors, at least half of our queried
errors must be good. t

We now havethe piecesto guaranteethe cornvergencerate of the active algorithm,
thereby proving Theorem 3. This involvesbounding both the number of labels
that we query as well asthe number of total errors, which includes updates as
well as errors that were never detected.

Theorem 3. With protability 1, usingL = O dlog X (log ¢ + loglog %)
labels and making a total number of errors of O dlog X (log ¢ + loglog ) , the

nal error of the active maodi e d Perceptron algorithm will be , whenrun with
the atove L and R = O(log ¢ + loglog ).

Proof. Let U be the number of updates performed. We know, by Lemma 4 that
with probability 1 L(2)R,

s M g5 )



for all t. Again, we have used(2). By Lemma 7, we know that for ead t which
is an update, either (9) fails or

. c
E[1 u visajvi] (1 u w) 1 o

Hence,after U updates, using Markov's inequality,

4 c Vv
-1 = -+ L

Pl uw 2d 2 2

In other words, with probability 1 =4 L (3=4)R, we also have

2d 4 2d 2 1
U Zlog—— Zjog—r =0 dlog—= :
¢ 9T uw) ¢ 9 00—

where for the last inequality we used(1). In total, L R (U + log, 1=5 ). This
is becauseonceevery R labels we either have at least one update or we decrease
s. by a factor of 2. Equivalertly, sg 2V ““R . Hence, with probability 1

= L(3=4)R,
b_ s, 20(dlog= ) L=R
2 d

Working backwards, we chooseL=R = (dlog 1) sothat the above expression
implies , asrequired. We choose,

dlog
og =0 Iogg + Ioglog}

R= 10Iogz—:; = log

The rst equality ensuresthat L (3=4)R =4. Hence, for the L and R chosen
in the theorem, with probability 1 % , we haveerror | = < . Finally, either
condition (9) fails or ead error is queried with probability at least 1=32. By the
multiplicativ e Cherno bound, if there were a total of E > 64U errors, with

probability 1 =4, at least E=64 > U would have been caugh and used

as updates. Hence,with probability at most 1, we have achieved the target
error using the speci ed number of labels and observingthe speci ed number of
errors. u

7 Future directions

The theoretical terrain of active learning is largely an unexplored wilderness.
The one nontrivial scenarioin which active learning has been showvn to give
an exponertial improvemert in sample complexity is that of learning a linear
separator for data distributed uniformly over the unit sphere.In this paper, we
have demonstrated that this particular casecan be solved by a much simpler
algorithm than was previously known. It is possiblethat our algorithm can be
molded into something of more generalapplicability, and soit would interesting



to study its behavior under di erent circumstances,for instance a di erent dis-
tributional assumption. The uniform distribution is an impressive one to learn
against becauseit is dicult in someways { most of the data is closeto the
decision boundary, for instance { but a more common assumption would be to
make the two classesGaussian,or to merely stipulate that they are separated
by a margin. How would our algorithm fare under these circumstances?
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A Proof of Lemma 1

Letr = :pa and let Ay be the area of a d-dimensional unit sphere,i.e. the
surfaceof a (d + 1)-dimensional unit ball.
Rr d 2 Z
Ag 21 2=z dz oA r _
Pcfia xj r]= ——° 2 ) =292 (1 2292 147 (10)
Ag 1 Ag 1 o
First obsene,
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r
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0

Forx 2 [0;0:5],1 x 4 X.Hence,dfor0 r 2 72

e rz)dzz 1 4 r2(d=2 1) 2 rzd:



Sowe can concludethat the integral of (11) is in B:ZJ]d(lr r2[0; 1:IO d]. The
ratio 2Ay4 2=A4 1 canbeshownto bein therange[ d=3; d] by straightforward
induction on d, using the de nition of the function, and the fact that Ay 1 =

2 4=2= (d=D). u



