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Binary Classification

A ‘“generator” produces instances in X.
We can assume X = Rk,

A ‘“labeler” produces labels in Y according
to a conditional distribution F(y | ). We
assume Y = {-1,1}.

Let D denote the joint distribution on Z =
X x Y. We observe a finite set S € Z™ of
labeled examples.

Our goal is to predict the labels of new
instances produced by the generator.
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Learning Algorithims

A learning algorithm takes, as input, a training set S € Z™. The
output is a hg: X — [—1,1].

A value hg(x) = +1 represents a prediction: if the generator
outputs z, we expect the labeler to output hg(x). Values of hg
between —1 and 1 correspond to confidence-rated predictions.

We assume that hg does not depend on the order of pointsin §S.

The or of h on (x,y) is a measure of error; we will use

1
err ;) (h) = M_iav — .

Our goal: given a finite set S, minimize the expected cost of hg
on new instances.



Types of Error

The expected cost of hg on new data, or , IS denoted

errp(hg).

How can we minimize this given only a finite set S?

One solution: work with

m_\_\MQ.@m,v.
This is the right thing to do when the

gen(S) = errp(hg) —errg(hg),

is small.



T he Central Trade-Off

To reduce true error, we must

1. Reduce

2. Reduce

Simple algorithms tend to have low generalization error, but pos-
sibly high training error. Complex algorithms can achieve low
training error, but at the cost of high generalization error. So
there is a trade-off between choices (1) and (2) above.*

*This is similar to the bias/variance trade-off,



Empirical Risk Minimization (ERM)

One learning algorithm: pick H. Then, minimize training error:
return

he = argmin{errc(h)}.
S @nmiﬁ s(h)}

When is this a good thing?

When we don’t overtrain; i.e., only if gen(S) — 0 as
S| — oo.

More precisely: for any m,e, let § be the probability that gen(S) >
e. Then we want 6(m,e) — O.



VC Theory

Vaphnik and Chervonenkis, 1971:

o If VCdim(H) is finite, then § — 0 exponentially with m.

o If VCdim(H) = oo, then there is a bad D for which § 4 O.

VC Theory provides bounds:

Pr |sup{errp(h) —errg(h)} > €| <9,
S~D™ |heH

or, equivalently,

V'S VheH errp(h) —errg(h) <,

where ¥ means “for all but a é-fraction.”



VC Theory: Pros and Cons

Finiteness of VC dimension gives necessary and sufficient condi-
tions for distribution-free uniform convergence.

A class of functions is PAC-learnable if and only if it has finite
VC dimension.

But:
What if we're not doing empirical risk minimization?

In the real world, people use other techniques.



Learners with Large VC Dimension

e k-Nearest Neighbor

e Bayesian Learning

e Regularization

e Minimum Description Length
e Decision Trees

e Boosting, Bagging*

*VC theory gives bounds for boosting and bagging, but not the best bounds.
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Beyond VC Dimension

Our goal: a theory of learning algorithms, not a theory of spaces
of classifiers.

Note that researchers tend to design new algorithms, not new
spaces.

Ideally, we should be able to prove VC theory as a special case
of our results.

In practice, people often bound error using cross-validation. This
approach inspires our candidate for a new theory:
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Uniform Hypothesis Stability: The Definition

The idea: an algorithm is if changing one input point has
a small effect on the output.

Definition 3.1 (Bousquet and Elisseeff, 2002) A learning al-
gorithm has Bm if, for every m,

vSe ZMm Vie{l,...,m}, Yu,z € Z, T:N ?mv — err, ?m?i < Bm,

where S“% denotes S with the ith element replaced by u.

Note that 5 is a function of m. We say that our algorithm
is uniformly hypothesis stable if the condition holds with g =
O(1/m).

For our cost function, this definition says: ||hg—hgiul|lco iS always
small.
11



Uniform Hypothesis Stability: The Theorem

Theorem 3.2 (Bousquet and Elisseeff, 2002) Uniform hypoth-
esis stability B implies that

VoS  gen(S) <e,
where
e =B+ (2mpB + 1)y —,

or, equivalently,

2
0 = exp IMSA c—p v

V%S means “with probability at least 1 — §,” where S ~ D™,
We get exponential bounds when g = O(1/m).
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Stability vs. Uniform Convergence

Note that stability yvields bounds of the form:
VoS errp(hg) —errg(hg) <e.

VC theory vields uniform convergence bounds:

Pr |sup{errp(h) —errg(h)} > €| <.
S~D™ | heH

VoS VheH errp(h) —errg(h) <e.

Stability can apply even in cases where uniform convergence does
not hold.

Stability theory emphasizes the learning algorithm, rather than
the space of classifiers.
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Examples of Uniform Hypothesis Stability

e Regularization: minimize

errg(h) + AN (h),

where N(h) is a measure of complexity.

e Soft-margin SVM: minimize
> o€+ Nwl,
i

subject to y;,(w-z; +b) > 1 —&,.
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Examples of Uniform Hypothesis Stability
(continued)

Theorem (Bousquet and Elisseeff, 2002) Both \mm:\mz.mmw.o:
and soft-margin SVM have uniform hypothesis stability CL,
where R is the radius of a ball containing the data points.

The parameter A controls the combination of error and complex-

ity. As A\ increases, stability increases.

As A\ — O, stability decreases. In particular, hard-margin SVMSs:
minimize ||w|| subject to y;(w-x; +b) > 1

are not uniformly hypothesis stable.
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“Unstable” Algorithms: +1-Algorithms
A £1-algorithm is one where hg(x) is always in {—1,1}.

Recall the definition of uniform hypothesis stability:

vSe ZMm Vie{l,...,m}, Yu,z € Z, T:N A:mv — err, ?mﬁ:i < Bm.

So, if a £1-algorithm is uniformly hypothesis stable, it must be
the constant algorithm: hg is the same for all S.*

*Bousquet and Elisseeff get around this problem by considering learners where
hs = sign(fs) for a real-valued fs, and examining |fs(z) — fsiu(2)].
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“Unstable” Algorithms: ERM over Finite H

Also, consider ERM over H = {1y,—1y}. In other words: if a
majority of the data points are labeled 1, output the constant
function 1, otherwise output the constant function —1.

This algorithm has exponentially small generalization error, by
Chernoff’'s theorem. But, it is not uniformly hypothesis stable;
what if S is balanced between 1s and —1s?

This same argument generalizes: if H is finite, then ERM over
H is not uniformly hypothesis stable.
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“Unstable” Algorithms: Linear Threshold

X = [0,1]. For some unknown threshold 6, we have y = 1 when
x>0 and y = —1 when = < 6.

e e e eoe e e o o

0 z- 4 1

We observe a finite S. Let x_ be the largest value of x; for which
y; = —1. Let x4 be the smallest value of z; for which y; = 1.
Then we know 6 € (z—,z4]; if we guess any 6 € (z_,z4], then
errg(hg) will be zero.*

*One reasonable guess is 6 = =2+, This is the hard margin SVM solution.
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Analysis of Linear Threshold

~

Suppose we choose § = % As m — oo, With high probability,
errp(hg) — 0. This is true for any distribution D on [0, 1].

Note that any algorithm returning 8 € (r—,x4] can be said to
be performing ERM over the space of thresholds, which has VC
dimension 1.

—~

But: for any set S, if xz_ or x4 is removed, we change 6. So,
VS € 2™ i, u,z, T:N ?mv _err, ?mi = 1.

Learning a linear threshold is not uniformly hypothesis stable.
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Weakening Our Stability Criterion

Bm requires:
Vi, VSe€Z™m NYueZ, Vze-2Z, TQN ?mv — erry ?m?l < Bm.-

We now weaken this criterion. Note: 3 and ¢ depend on m.
(3,6) requires:

Vi, S, Vu, Vz€Z, |err;(hg)—err:(hgu) <B.
(3,6) requires:
Vi, Y°(S,u), Vz€ Z, TS ?mv _err, ?mi < B.
Training stability (3,6) requires (roughly):
V1, %?ﬁ uw), Vze Su{u}, T:N ?mv — err, Aam?x < B.
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Training Stability

Definition 3.14 A learning algorithm has
training stability (8,96) if,

VYm, Vi € {1,...,m}, V0(S,u) € 2m+1
(1) Cross-validation (CV) stability:
TQ: ?mv — erry ?m?i < Bm
(2) Overlap stability:
where S* denotes S with the ith element

removed, and S*% denotes S with the ith
element replaced by wu.

.m.ﬁ:

O

O
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Training Stability (continued)
Theorem 4.4 Training stability Aw mbcsv implies that, for

m’

sufficiently large m, for Tmin < € < Tmax,

¥’S  |gen(S)| <e,

where

10In%
e =12\ + 1)y —2

m

.
mHAmx_uA € m v

or, equivalently,

1440(\ + 1)2

Note: Tmax is a constant, and Tyin = O(1/m), so the theorem
applies when e = ©(1//m).
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“Unstable” Algorithims, Revisited

+1-algorithms: We can still be training stable. We can as-
sume B = 0; in this case, ¢ is the relevant parameter.

ERM over H = {1y, —1x}: If Pro, v p(y = 1) # 3, then this

has training stability (0,6) with § = e—$2(m)  Otherwise, we
get 6 = 0O ASL\MV.

Learning a linear threshold: This has training stability Ao“ SFLLV
Hard-margin SVM: This has training stability Ao“ Ev where

FE is the expected number of support vectors.
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Proof Technique

How does one prove Bousquet and Elisseeff’'s theorem on uniform
hypothesis stability, or Theorem 4.4 on training stability?

One key step in Bousquet and Elisseeff’'s argument is the Method
of Independent Bounded Differences (McDiarmid, 1989).

We next state McDiarmid’s inequality. We then state the gen-
eralization which was necessary for the proof of Theorem 4.4.
This generalization is of independent interest, and has also been
used to prove bounds on Good-Turing estimators.
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Independent Bounded Differences
T he following definition and theorem are due to Colin McDiarmid
(1989):

Definition (McDiarmid) Let X be a random variable on [[7%_; €2;.
We say that X is by ¢ if, for any k,

V(w,v) € Q2 X Qp, [X(w)— NAEFN\V_ <e.

Theorem (McDiarmid) If X is uniformly difference-bounded
by w then

2e?m
Pr(X —FE(X) >¢) <exp AI 2 v :

implies that gen(S) is uniformly
difference-bounded.
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Independent Bounded Differences, Extended

McDiarmid’'s Theorem has been extended [6]:

Definition 2.8 Let X be a random variable on [[;2; €2;. We say
that X is by (b,c,d) if, for any k,
Vo(w,v) € QX 2, |X(W)— X)) <e
V(w,v) € Qx Qp, | X (w) — X(wFY)] <b.

Theorem 2.9 If X is weakly difference-bounded by A? wg mL«SY
ﬁ:m:

Pr(|X — E(X)| > ¢) < 4ex *m
= =TSP T0a2 )

fore<T(b,\,K), and m > N(b,\, K, T).

Training stability implies that gen(S) is weakly difference-bounded.
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Twelve Definitions of Stability

— Uniform L4 — Uniform error
y H«mqo,}\@ L1 H«mﬁ_ﬁo:m error
Vi H,V<<mmww Lq M,v<<mmm\m:8ﬂ
| |
._49(35@ — Cross-Validation (CV)

Overlap

Uniform hypothesis stability: Bousquet and Elisseeff, 2002
Weak L4 stability: Devroye and Wagner, 1979
Weak error stability: Kearns and Ron, 1999
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Other Results on Stability

“Boosting” is a process for converting a weak learning algo-
rithm to a stronger learning algorithm. AdaBoost (Freund and
Schapire, 1995) is one standard mechanism.

Theorem ([7]) If a weak learning algorithm is uniformly hypo-
thesis stable, then AdaBoost applied to that algorithm is strongly
hypothesis stable.

We also consider the PAC setting of Valiant (1984):

Theorem 5.2 In the PAC setting, ERM over H has CV stability
(0,e=S2m)Y if and only if errp(hg) — 0 exponentially in m.

Corollary 5.4 In the PAC setting, ERM over H is CV stable for
every distribution D if and only if VCdim(H) < co.
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Open Questions

Can we conclude VC theory from CV theory? What is the
relationship between training stability and VC entropy?

In what senses are other algorithms stable?

Boosting starts with a learner with good gen(S) and bad
errg(hg), and trades generalization error for training error.
Can we boost stability instead?

What is the “right” definition of stability?
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