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ABSTRACT

An important aspect of distinctive feature based approatbe
automatic speech recognition is the formulation of a frarfor
robust detection of these features. We discuss the afplicat
the support vector machines (SVM) that arise when the siralkct
risk minimization principle is applied to such feature dwien
problems. In particular, we describe the problem of datgcttop
consonants in continuous speech and discuss an SVM frarkewor
for detecting these sounds. In this paper we use both linghr a
nonlinear SVMs for stop detection and present experimeesalts

to show that they perform better than a cepstral featuresdbas
hidden Markov model (HMM) system, on the same task.

1. INTRODUCTION

We are pursuing an approach to speech recognition that-devel
ops detectors for various distinctive features from thewustic
correlates in the speech signal. Crucial to the successaif su
an approach are the following: (1) determination of the atiou
signatures for different sound classes and the developofisig-
nal representations in which that acoustic signature bgsesses
itself; (2) the construction of statistical learning pagads that
operate on the above representations and separate theewsit
stances of the distinctive feature from the negative irstaof the
same feature. Traditionally, (1) is regarded as the frowtand (2)
as the back end of a speech recognition system. In mosidnaalit
speech recognition designs, tk@merepresentation is used for all
sound classes (i.e., cepstra; ®lterbanks; computed véteame
analysis window and stepping rate). The front-end is thuscéor
time series. The back-end is typically an HMM of one form or
another. In contrast, we consider using different repriadioms
for different sound classes. An important question thaterin
this context is: given a particular representation, what eba
statistical learning machine should be used to optimalpasate
the positive examples of each sound from the negative?

In this paper, we investigate the application of supportamec
machines (SVM) for the kinds of detection problems that woul
naturally arise in our feature based approach to speechméimm.
Here, we address the issue of detecting stop consonantstinego
ous speech. We ®rst provide a description of the detectidrigm
and then discuss support vector machines.

An important issue that needs to be addressed is the aHility o
the machine to generalize from its training set to its test ¥¢ée
use the Vapnik-Chervonenkis theory [7] that gives rise td/S\o
address thisissue. We examine a variety of support vectchimes
with different architectures and capacity control mechars and
show their effect on the successful utilization of SVMs fpeech
recognition. Finally, we present experimental results simg
SVMs for the detection of stop consonants.
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Figure 1: Portion of the speech waveform (top panel), the
associated three-dimensional feature veotor, (middle panel),
and the desired output  bottom panel marking the times of the

closure-burst transition, x axis is time in msec.

2. STOP DETECTION

Stop consonants are produced by causing a complete cldghee o
vocal tract followed by a sudden release. Hence they aratégh
in continuous speech by a period of extremely low energyrécor
sponding to the period of closure) followed by a sharp, biwsatt
signal (corresponding to the release). As aresult, stopsarants
are highly transient (dynamic) sounds that have a varyingtahn
lasting anywhere from 5 to 100 ms. In American English, tlassl|
of stops consists of the soundg,t,k,b,d,g.

In order to build a detector for stop consonants in running
speech, the speech signal, is characterized by a vector time
series with three dimensions: (i) log(total Energy) (iiy(Bnergy
above 3kHz) (iii) spectral “atness measure based on Wiener E
tropy de®ned as where
is spectral energy at frequencyand time All quantities are
computed using 5 ms windows moved every 1 ms. Thus, we have

1 2 3 where representstime (discretized
in units of milliseconds) and: through 3 are the three acoustic
guantities that are measured every 1 ms. Energies at 1 nngdtste
potentially allow us to track rapid transitions that wouldher-
wise be smoothed out by a coarser temporal resolution. Feg mo
on stop consonants, their acoustic-phonetic features amdon
confusions, see [4].

We need to ®nd an operator on the feature vector time series
that will return a single dimensional time series that taketarge
values around the times that stops occur and small valuesnitte.
The most natural points in time that mark the presence obsiop
the transition from closure to burst release. Shown in ®g.ahi
example of a speech waveform the associated feature vector



time series and a desired output

The technical goal is to ®nd an operatoon the time se-
ries that produces an output with values
in 0,1, such that is small in some sense (norm).
Speci®cally, we choose the optimal operator (from somes clas
of operators) according to the criterion

arg min arg min 2 1
Sinceboth and havevaluesinO 1 , thisis atwo class, pattern
classi®cation problem at each point in timeHere we consider
operators given by where
is a function from In our experiments
5

Finally, it isimportant to emphasize that the speech reitimgn
problem can be decomposed into a collection of feature tietec
problems that have a structure very similar to that of the sto
detection problem described above. For example, a vowettist
might be built with a representationconsisting of dimensions like
degree of periodicity in the signal, ratio of high frequenayow
frequency energy, and so on. The same is true of a nasal dietect
a fricative detector and so on. In all of these detection lerob,
the support vector machine framework might provide thedfasi
constructing optimal detectors that are learned from tha.da
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3. SUPPORT VECTOR MACHINES

For a general introduction to using SVMs for the pattern gadtion
task, see [1]. Consider a two-class pattern recognitioblpro
with labelled examples, i.e., pairs drawn according to
some unknown distribution on the space The
goal is to construct a function (drawn from some class

; let 11 without loss of generality) that is
able to classify unknown patternsinto the appropriate class with
minimum misclassi®cation error. A suitablés usually picked by
minimizing the empirical risk, i.e.,

A arg min arg min1
This is the straightforward approach commonly pursueditisti-

cal pattern recognition and the hope is that the empiricditysen
function A would generalize successfully to novel unlabelled ex-
amples.

3.1. Structural Risk Minimization

The straightforward approach of minimizing the empiriciakr
turns out not to guarantee a small actual risk on the tespaet,
ticularly, if the number of training examples are limited. As a
result of the work of Vapnik and Chervonenkis [7] (see als®]h

a new induction principle has emerged, the principle ofcttmal
risk minimization (SRM). This is based on the fact that theetr
goal of the learner should be to minimize taepected riski.e.,

arg min 2

arg min
where the expectation is taken according to the true digicb
Since is unknown, one approximates the above functional
by the following large deviation bound (that holds with pabidity
greaterthan1l )

_log

Iogz— 1 log 4

whereF is de®ned aB — 29— The

parameter is called the VCzxdimension of the set of functions,

[7] and is a measure of its complexity. Some aspects of eq. 2
are worth highlighting. First, to guarantee minimizatiohtioe
true risk, one has to ensure that both terms, and
F - 9 aremade suf®ciently small b signi®cantly, it is noted
that minimizing alone is not enough. Second, for a ®xed
amount of training data the two components represent a com-
plexity regularization trade-off. As the class becomes larger,
the minimum empirical risk becomes smaller but the VC term be
comes larger. Generalization is controlled by controliéagh of
these two terms.

Conceptually this is done by imposing a structure 2

3 of nested subsets of One then searches within this

hierarchy for the class that minimizes the bound, i.e.,

A arg min F 3

3.2. Hyperplanes

Here we discuss the application of the SRM principle to theeca
where the class is the class of linear hyperplanes in i.e.,

: 11 where 1
if 0 and 1 otherwise. Thus each pair
corresponds to a unique hyperplane (after removing anrarpit
scale factor in and by requiring that min 1
where are the set of training examples.) Now we use the
following theorem [7]:

Theorem1 Let 4, « X X: X a a X be
the smallest ball containing the points X ,and
w W X w 4

be a subclass of hyperplanes in canonical form with respect t
X1 X . Then, hasa VC-dimensionsatisfying

2 2 5

This theorem suggests a natural structure on the set of plgpes
in canonical form. Clearly, 0 It is possible to show
that utilizing such a structure transforms the problem gaseq. 3

to

A argmin

trades-off the ®t to data with model complexity.

3.2.1. Separable Data

For the case, where the data is separable by hyperplanas;ube
tural risk minimization principle attempts to minimize tRéC-
dimension of  while keeping the empirical risk ®xed at
0. This is equivalent to

min = 6

subjectto



The th constraint is satis®ed only if thilh data point is correctly
classi®ed by the hyperplane classi®er. Introducing Lagaraul-
tipliers for each of the constraints, the Lagrangian is fedras

1

> 1

The optimal solution lies at the saddle point of the Lagrangi
and satis®es the following conditions [1]: (1) differetitig with
respectto and setting to 0 yields i.e., the op-
timal hyperplane is a linear combination of the trainingtees, (2)
differentiating with respect to and setting to 0 yields
0, (3) ®rst order Kuhn Tucker conditions yield
1 0 Fromthis we see thatall points for which is non-zero
lie on themargin hyperplanes lor 1
Such points are calleslipportvectorsAll other points are exterior
points and do not enter in the expansion of the optimal hypag
since they have 0 As a result of these properties, the
learning machine is called trsaipport vector machine
Substituting for  in the Lagrangian yields the quadratic pro-

gramming problem, max % sub-

jectto 0

3.2.2. Non-separable Case

In many practical applications, a perfectly separatingdngfane
does not exist. To allow for the possibility of examples atoig
(7), [2] introduce slack variables

0 1 8

to get
1 1 9

The structural risk minimization approach to minimizing tjuar-
anteed risk bound (2) consists of the following:

minF 10

subject to the constraints (8) and (9).

In eq. 10, the corresponds to the VC-dimension of the
learning machine as before. The term (for small ) is
equivalent to the number of misclassi®cations on the tgiset
and therefore a measure of empirical risk. The constaherefore
controls the trade-off between the empirical risk | and
the VC-dimension of the learning machine. In actual practme
has to make choices both forand For computational reasons,
is chosen to be 1 because that translates the optimizatidiepn
of eg. 10 into a quadratic programming problem like that & th
previous section (in fact, 2 does also). Introducing Lagrange
multipliers for each of the constraintsin egs. 8'¢) and 9 ( 's),
we form the Lagrangian as before

1
> 1
1 1 1
First order conditions show that the optimal hyperplaneier
by Additionally taking into account the Kuhn-
Tucker conditions, eq. 10 is transformed into
min 1 subject to

2
0;0 Once the 's are obtained by solving the above
problem, the optimal hyperplane is easily found by subttitu

3.3. Non-linear Extensions: Kernels

In order to get non-linear decision boundaries, we tramsftire
data by a ®xed non-linear transformation and use lineantgeés
in the transformed space. Consider a transformation
mapping points to corresponding Construct-
ing hyperplanes in according to the SRM principle ultimately
reduces to solving optimization problems of the sort désctiear-
lier (eq. 10) with ‘s replaced by 's. Signi®cantly, we note that
the only form in which 's appear in the optimization problem is
inner products, i.e., Therefore, itis enoughto know the in-
ner product between pairs of them. Consequently, we claiaet
the transformation by the inner product it imposes on the space
Speci®cally, we consider mappings of the form :
suchthatforany; » wehave 1 » 1 2 where
is the Kernel of a positive Hilbert-Schmidt operator andade
ing to Mercer's theorem of functional analysis ([3]) copesds
to a dot product in some other space. Each different choice of
the kernel de®nes a different choice of the transformation
The dimensionality of depends upon the number of non-zero
eigenvalues of the kernel and is potentially in®nite.

If we set up the optimization problem appropriately, we see
that the optimal hyperplane has the form . The
decision rule for this is: We
see that the form of this decision rule is like a feed-forwaedral
network, or a kernel-based non-parametric scheme with itymifs
icant differences (a) the parameters are estimated by theipe
of structural risk minimization (b) the number of 2hidderdas°® or
apasis functions® is chosen automatically by the procediiifeus
an important problem of model selection is resolved.

4. EXPERIMENTAL RESULTS

As formulated in section 2, stop detection is a two classepatt
classi®cation problem that can be solved using SVMs. Weissc

in this section the experiments conducted with these SVMde®

tion experiments were conducted on dialect region 4 of th& T

test set that consists of 32 speakers, 16 male and 16 fenadimgt

10 sentences each making for a total of 320 sentencesinralh-T

ing was performed on 10 sentences each from 4 randomly chosen
speakers from the TIMIT training set from different dialesgions
yielding 133 positive examples and 10760 negative examples

4.1. Linear Hyperplanes

In this section we consider results obtained when the cldssear
hyperplanes is used as a decision boundary between stops and
non-stops (non-separable formulation).

On 10893 training data points, with 1 163 support vec-
tors were generated 8% of training vectors). The errors on
the training set consisted of 25 false positives and 37 fadze
atives. Shown in ®g. 2 is a distribution (normalized hisiogg)

of for the positive and negative training exam-
ples. As—— is the distance of each datapointo the separating
hyperplane is proportional to this distance. Positive exam-

ples that have 0 and negative examples that have 0 are
misclassi®ed. The regionl 1 corresponds to thmar-
gin, i.e., points that lie within the strip given by the hypermss
1 and 1
As we discussed in section 2, the problem is really one of ac-
curatedetectiorof stops. Consequently, by changing the threshold
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Figure 2: Histogram of  on the training set.
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Figure 3: Performance of linear support vector machines.

(currently setat  0) one can obtain a trade-off between type |
and type Il errors for the stop detection problem. Shown in3®g
are the ROC curves generated by varying such a threshold of ac
ceptance for valuesof 1000100101 02 005 controls

the trade-off between empirical ®t to the data and capatityeo
learning machine. Performance on the test set (a measueaef-g
alization) gets progressively better aglecreases over this range.
The best performance was obtained for 0 05

4.2. RBF Kernels

Another important choice in the adoption of the support @ect
framework for problems such as these involves the choiceroie,

In the experiments below, we considered Radial Basis Func-

exp ——. Experiments
were conducted with values of 100 250 500. Performance
improved marginally from 100 to 500. Shown

in ®g. 4 is the ROC curve for an RBF network with 500
(labeled SVM). Also shown are ROC curves for the best linear
hyperplane and one obtained using a derivative operatootah t
and high-frequency energies.

As a point of comparison, the performance of an HMM based
system running with free grammar on the test sentences wsrsho
by the *' in ®g. 4. The HMM based system consisted of 47
phones with 3 state left to right HMMs per phone. The output
probabilites were mixtures of Gaussians (16 mixtures pee}t
and the front-end was a 39 dimensional vector time seriesrdd
from the ®rst 12 cepstral coef®cients and total energy axid th
®rst and second differences (delta and delta-delta). Astpest
sentence was considered to be correctly identi®ed if theirde
burst transition waanywherewithin the segment postulated as a
stop by the HMM recognizer. If a particular segment posadat
by the HMM recognizer as a stop did not contain a closuretburs

tion kernels of the sort

LINEAR

False Acceptance

0.15

5 0.3
False Rejection

Figure 4: Performance of linear and non-linear supportorect
machines against derivative operators and HMMs.

transition, it was deemed a false accept.

5. CONCLUSIONS

Stop detection belongsto a class of feature detection @nabthat
naturally arise in a feature based approach to speech riticogrit

is particularly interesting as stops present a transigmiasiwith a
period of rapid change thatis often poorly characterizestbydard
cepstral representations. We have discussed how the praiale
be cast as trying to discriminate between positive and negat
examplesusing functions drawn from the classfthe appropriate
complexity. We have introduced the principle of structuisk
minimization that provides a framework for doing this.

We have discussed the two major issues, the choice of an
appropriate and kernel that affect the successful deployment
of this technology for detection problems. We have also show
a steady improvement from linear to non-linear SVMs and show
that they perform better than an HMM using cepstral features
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