
Theorem 3: Regret guarantee:

• Let 𝑎∗ be the best arm
•
• Gap Δ = |𝜇𝑎(1) −𝜇𝑎(2)|

Expected regret = 𝑂
𝑘 log3 𝑇

𝜖2⋅Δ2
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Arms 𝐴:𝑎1 𝑎2 𝑎𝑘

Receives a reward 𝑟𝑎2(𝑡) ∈ [0,1]

In general 𝑟:𝐴 × 𝑇 → [0,1]

Multi-arm bandit: Problem setting
Objective:

Design a strategy for                 to select arms {𝑎 1 ,⋯ ,𝑎 𝑇 } ∈ 𝐴𝑇

s.t. it minimize regret.
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Definition of Differential privacy:

A randomized algorithm M is 𝜖-differentially private if

• for all data sets 𝐷 and 𝐷′ that differ in one row

• for all sets of answers 𝑆𝑇 over 𝑇 time steps,

Experimental results

Abstract
We study the problem of private stochastic multi-arm bandits.
Our notion of privacy is the same as some of the earlier works
in the general area of private online learning. We design
algorithms that are i) differentially private, and ii) have regret
guarantees that (almost) match the regret guarantees for the
best non-private algorithms (e.g., upper confidence bound
sampling and Thompson sampling). Moreover, through our
experiments, we empirically show the effectiveness of our
algorithms.

Figure 1: Simulation results for our differentially private

algorithms UCB sampling (Algorithm 1) and Thompson

sampling (Algorithm 2) for the number of arms k = 5 and Δ =

0.5. Smaller 𝜖 indicates more privacy

Thompson sampling [WRT33]

Figure 2: Comparison of different differentially private and

non-private multi-armed bandit algorithms on Yahoo!

Front page News article recommender system. The click-

through rates for each algorithm is normalized with

respect a random algorithm.

Conclusions drawn from simulations. We observe in the plots that the regret for

the private algorithms saturates after certain time, similar to that of their non-

private counterparts (See Figure 1). Also notice that in the simulations, Thompson

sampling tends to perform much better than UCB sampling.

Conclusions on experiments with Yahoo! front page data set. We find that the

private algorithms do not perform much worse than the non-private algorithms.

We also investigate the performance of the algorithms with respect to delays. We

have considered the delay values in [0; 100; 1000]. When the input data does not

have any delay in the feedback, the private algorithms perform slightly worse than

the non-private counter parts and as the delay increases the performance of the

non-private algorithms is hurt more than the private algorithms.

Privacy concerns with multi-arm bandits
The reward for each arm in each round can be potentially sensitive

• E.g., Experts giving advice on buying a stock

Assumption: For privacy guarantee, we do not assume any 
distribution on the data                    

Data set 𝐷:

Private upper confidence bound sampling

Key ideas:

1. Compute  𝜇𝑎(𝑡) with diff. privacy using Tree based aggregation

2. Increase the upper confidence
due to more randomness. 

Tree based aggregation [DNRR09]

We use tree scheme to compute privately 𝑅𝑎(𝑡) for all 𝑡 and all 𝑎’s
• For each arm 𝑎: 𝑉𝑎 = 〈𝑟𝑎 1 ,⋯ ,𝑟𝑎 𝑇 〉 . [Assume zero if the arm is not pulled.]

• 𝑅𝑎 𝑡 =  𝜏=1
𝑡 𝑟𝑎(𝜏) , i.e., partial sums of the entries in the vector 𝑉𝑎

𝑟𝑎(1) 𝑟𝑎(2) 𝑟𝑎(𝑡 − 1) 𝑟𝑎(𝑡)

Partial sum 
of sub-tree

Observations [CSS10, DNPR10]:

1. Can construct 𝑉𝑎 from the tree

2. Changing any leaf only affects 𝑂(log 𝑇)nodes in the tree

3. Adding Lap
𝑘 log 𝑇

𝜖
noise to each node ensures 𝜖 − differential privacy

UCB sampling algorithm [ABF02]

• Initialization: Pull 𝑎1, ⋯ , 𝑎𝑘 in order
• At each time step 𝑡 ∈ [𝑘 + 1,𝑇]
• Pick the arm 𝑎 with highest mean + Upper Confidence

• Initialization: 𝑠𝑖 , 𝑓𝑖 = 0.
• At each time step 𝑡 ∈ [𝑇]
• Sample 𝑥1, ⋯ , 𝑥𝑘 in from Beta(𝑠𝑖 + 1, 𝑓𝑖 + 1).
• Pick the arm 𝑎 with highest Sample 𝑥𝑎 and observe success  
𝑠𝑎 or failure 𝑓𝑎.

• Update Beta(1,1)      Beta(𝑠𝑎+1, 𝑓𝑎+1)

Theorem 1: Noise in each computation of partial sum 
𝑅𝑎 𝑡 =  𝜏=1

𝑡 𝑟𝑎(𝜏) is 𝑂(𝑘 log1.5 𝑇/𝜖)

Theorem 2: Regret guarantee:

• Let 𝑎∗ be the best arm

• Gap Δ𝑎 = 𝜇𝑎∗ −𝜇𝑎

Expected regret = 𝑂  𝑎≠𝑎∗
𝑘 log4 𝑇

𝜖⋅Δ𝑎
+Δ𝑎

Pr M 𝐷 = 𝑆𝑇 ≤ 𝑒
𝜖 Pr[M(𝐷′) = 𝑆𝑇]

Private Thompson sampling

0

 𝜇𝑎(𝑡) =
𝑅𝑎 𝑡

𝑛𝑎 𝑡

𝑅𝑎 𝑡 : Total reward till time 𝑡
𝑛a(t):  # of times arm 𝑎 has been pulled 

Upper confidence 2 log 𝑡

𝑛𝑎(𝑡)

Key ideas:

1. Introduce a explicit exploration phase at the beginning. 

2. In the joint exploration and exploitation phase, use the 

standard Thompson sampling,.

3. Make sure the algorithm only has differentially private access 

to the rewards.
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