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SUMMARY

We present a parallel toolkit for pairwise distance computation in massive networks. Computing the exact
shortest paths between a large number of vertices is a costly operation, and serial algorithms are not practical
for billion-scale graphs. We first describe an efficient parallel method to solve the single source shortest path
problem on commodity hardware with no shared memory. Using it as a building block, we introduce a new
parallel algorithm to estimate the shortest paths between arbitrary pairs of vertices. Our method exploits data
locality, produces highly accurate results, and allows batch computation of shortest paths with 7% average
error in graphs that contain billions of edges. The proposed algorithm is up to two orders of magnitude faster
than previously suggested algorithms and does not require large amounts of memory or expensive high-end
servers. We further leverage this method to estimate the closeness and betweenness centrality metrics, which
involve systems challenges dealing with indexing, joining, and comparing large datasets efficiently. In one
experiment, we mined a real-world Web graph with 700 million nodes and 12 billion edges to identify the
most central vertices and calculated more than 63 billion shortest paths in 6 h on a 20-node commodity
cluster. Copyright © 2014 John Wiley & Sons, Ltd.
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1. INTRODUCTION

Computing the shortest path between arbitrary pairs of nodes is a prominent problem, which
has been studied extensively. Typical solutions to the single source shortest path problem (SSSP)
are breadth-first search (BFS) for unweighted graphs and Dijkstra’s algorithm [1] for weighted
graphs with non-negative edge weights. Given a graph G with n vertices and m edges, the BFS
traversal runs in O.n C m/ time, whereas efficient implementations of Dijkstra’s algorithm have
O.mC n log.n// time complexity. In large graphs, computing exact answers becomes prohibitively
expensive because of computational complexity and storage space requirements. For example, the
all pairs shortest path (APSP) problem can be solved using Floyd–Warshall [2] algorithm in O.n3/
time and O.n2/ space complexity. However, in large networks with millions of nodes and billions
of edges, computing the exact shortest paths between all pairs of nodes is not practical. To address
this problem, several fast estimation algorithms have been developed.

The first step toward estimating the shortest paths in large graphs is to perform some pre-
computation to index and summarize the link structure of the graph. In landmark-based methods
[3–8], this involves selecting a set of nodes called landmarks and computing the exact shortest
paths from the landmarks to the rest of the graph. Using the shortest path trees rooted at the
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landmarks, the distance between an arbitrary pair of vertices can be computed in almost constant
time. The main focus of landmark-based methods has been on providing fast estimations to shortest
path queries. Performance gain is achieved by the assumption that the pre-computed trees from
the landmarks are small enough to fit in memory. This information is typically stored in a high-
end multi-core server for random memory access. The shared memory central server approach has
inherent scalability limitations. The computation time increases as the graph gets denser. Also, the
performance of these methods under heavy load with many distance estimation requests arriving
in parallel has not been evaluated. Recent studies show that applications running on multi-core
architectures tend to be limited by off-chip bandwidth because of shared resources in the memory
hierarchy [9, 10].

Centrality is an area of graph mining where computing the shortest paths is frequently
encountered. In this study, we concentrate on two common definitions of centrality: closeness
and betweenness. Exact computation of these measures involves solving the APSP problem.
Existing parallel algorithms for estimating closeness and betweenness centrality are designed for
high-end shared memory symmetric multiprocessor architectures [11, 12]. Graph size is still a lim-
iting factor as these algorithms are memory intensive, and they do not exhibit high degrees of cache
and memory locality [13]. There is also the hardware cost and availability issue. Most network sci-
entists do not have direct access to super computers or high-end shared memory multiprocessor
architectures. On the other hand, commodity clusters and shared nothing architectures with indepen-
dent compute nodes are becoming widely available. They are also offered through cloud computing
vendors in the form of infrastructure as a service.

MapReduce is a parallel programming abstraction widely used in processing large datasets using
commodity clusters [14]. MapReduce applications are not limited by the total cluster memory.
Local disk is actively used for storing intermediate data during the computation. High throughput is
achieved by carrying out the same computation on different parts of the data in large batches. These
features of MapReduce allow scaling to arbitrarily large datasets at the cost of local disk access and
extra computation time for grouping and managing the data in the cluster.

In this paper, we present Hoba, an open source library for large scale distance estimation that uses
MapReduce as the underlying platform. Hoba is built on top of Hadoop, a widely used MapReduce
framework. It is compatible with the Amazon Elastic MapReduce cluster, so researchers without
immediate access to compute clusters can benefit from it. Our main contributions are summarized
as follows:

� We present a parallel algorithm to solve the SSSP in MapReduce. It produces exact answers,
runs nearly in linear time for unweighted graphs, and involves several optimization techniques
to minimize the amount of data sent over the network. Experimental evaluation shows that it is
up to seven times faster than naïve implementations.
� We introduce a novel parallel algorithm to estimate the pairwise shortest paths in large batches.

In particular, we eliminate the random access to shared memory requirement in the previously
suggested landmark-based methods and leverage more pre-computation data to increase the
accuracy of the results. We achieve average error rates between 0:02% and 7% in several real-
world graphs ranging from a few thousand nodes to more than 700 million nodes in size.
In a single compute node, the proposed method can return multiple estimated shortest paths
between a pair of vertices under 8 ms on average, 100 times faster than previously reported
results on comparable graphs [6]. In addition, our method can run in parallel in a cluster of
nodes where each compute node can process a different subset of pairs independently.
� We use the parallel distance estimation algorithm to approximate the closeness and between-

ness centrality metrics in large graphs. We present alternative implementations of these
methods in distributed environments and discuss their efficiency using a communication
cost model. Experimental evaluation on medium-sized networks reveals that we can identify
vertices with top centrality scores within [75–96%] accuracy range.
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2. BACKGROUND

For the rest of this paper, we assume that the graphs are unweighted for simplicity, although all
algorithms described in this paper are applicable to weighted graphs as well. We explain how to
cover the weighted setting when we describe each algorithm in the corresponding subsection.

2.1. Definitions

Let G be a graph with jV j D n vertices, and jEj D m edges. Given two arbitrary vertices v0 and
vk , a path �.v0; vk/ of length j�.v0; vk/j D k is an ordered sequence of vertices ¹v0; v1; : : : ; vkº
such that

vi 2 V; 0 6 i 6 k and

.vi ; viC1/ 2 E; 0 6 i < i C 1 6 k; i; k 2 N

A graph is connected if and only if there exists a path between any pair of vertices. A shortest
path between two vertices u and v is denoted by ��.u; v/. Their distance d.u; v/ is the length of the
shortest path, that is, d.u; v/ D j��.u; v/j or1 if v is not reachable from u. The term geodesic
path is also used to represent the shortest paths. The diameter D of a graph is the longest
shortest path between any two vertices. Note that D < 1 for connected graphs. The effective
diameter D0 is the minimum number of hops in which 90% of all vertex pairs can be reached [15].

Given two paths �.u; v/ and �.v; s/, there exists another path �.u; s/ constructed by
concatenating the two as

�.u; s/ D �.u; v/ : �.v; s/ (1)

where . is the path concatenation operator. Observe that �.u; s/ is not necessarily the shortest path
between u and s, and it may contain cycles. In general, the following triangle inequality

d.u; s/ 6 d.u; v/C d.v; s/ (2)

holds for any three vertices ¹u; v; sº 2 V .

2.2. Distance estimation in large networks

The main focus of previous work on distance estimation in large networks has been on providing
fast distance estimations to the shortest path queries.

2.2.1. Simple scalar methods. Potamias et al. [3] described an algorithm to estimate the distance
between a pair of vertices using a landmark (sketch) based method. They sample a set of landmarks
L D ¹`1; `2; : : : ; `kº, where L � V , and solve the SSSP for each `i 2 L. This is achieved by doing
a BFS traversal of the graph for unweighted graphs or running Dijkstra’s algorithm for the weighted
case. The actual paths from the landmarks are ignored, and only pairwise distances are stored in
memory. Using the triangle inequality in Equation (2) as an upper bound, the distance between a
pair of vertices s and t is estimated by

d 0.s; t/ D min
`i2L
¹d.s; `i /C d.`i ; t /º (3)

This method requiresO.k/ time to estimate the distance between a pair of vertices andO.nk/ space
for the pre-computation data.

2.2.2. Path concatenation. The Sketch algorithm [7] extends the scalar landmark-based methods
via path concatenation. In addition to distance, the actual shortest paths ��.`; v/ 8` 2 L; v 2 V
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are stored as part of the pre-computation data. Consider the simplest case with a single landmark `
in a connected graph G. Given two vertices s and t , there exists at least two shortest paths from `,
namely ��.`; s/ and ��.`; t/. Using these, a path from s to t can be constructed as follows:

�.s; t/ D ��.s; `/ : ��.`; t/ (4)

Because there are multiple landmarks in practice, the shortest path obtained by using any of the
landmarks is returned as the final estimation result.

� 0.s; t/ D min
`i2L
¹��.s; `i / : �

�.`i ; t /º (5)

Note that ��.s; `/ is obtained by reversing ��.`; s/ if G is undirected. Otherwise, the pre-
computation step is also run on G0, the graph built by reversing all edges of G. Further optimization
techniques are applied to improve the length of the initially estimated path. These include
eliminating cycles and observing the neighbors of vertices to discover new edges that form a
shortcut. These operations are briefly summarized in Figure 1 on a sample graph. The worst-
case space complexity of the Sketch algorithm is O.nkD/ because the shortest path between a
landmark and arbitrary vertex cannot be longer than D.

The Landmark-BFS [6] algorithm improves the accuracy of the results by combining
the shortest paths together to create an induced sub-graph rather than using each landmark
independently. Given all the shortest paths between s; t 2 V and 8`i 2 L, an induced sub-graph
GL.s; t/ is constructed by taking a union of all vertices and edges. That is,

GL.s; t/ D
[
`i2L

��.s; `i / : �
�.`i ; t / (6)

An estimated shortest path � 0.s; t/ is obtained by running BFS (or Dijkstra’s Algorithm if G is
weighted) onGL.s; t/. The size of the induced graph isO.kD/, and the estimation algorithm runs in
at most O.k2D2/ time for a pair of vertices. Observe that the main advantage of Landmark-BFS
over the Sketch algorithm is that it leverages more data from multiple landmarks at the same time,
and this yields results with higher accuracy.

The landmark-based algorithms summarized here assume the size of the pre-computation data,
and the graph structure is small enough to fit in memory for random access. In Section 3.5, we
present an extension to the Landmark-BFS algorithm that leverages more pre-computation data
while eliminating the need to store everything in main memory. This allows massive parallelism as
multiple compute nodes can process different subset of vertices independently without relying on a
central server.

Figure 1. (a) Sample undirected graph with no edge weights. Zero is chosen as the landmark. (b) A shortest
path tree rooted at 0 is computed using breadth-first search. ��.6; 0/ and ��.0; 7/ are concatenated to
construct an estimated shortest path from 6 to 7. The initially estimated path length is six. (c) Short-cutting
optimization is applied to the initial path. This is done by expanding the neighbors of each vertex on the
estimated path to find a short-cutting edge. When neighbors of four are expanded, the edge (4,5) is observed
to improve the estimation quality. (d) Final result after removing the extra edges from the initial path. Note
that the short-cutting method requires random access to the entire graph structure and is not feasible for

arbitrarily large graphs.
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2.3. Graph centrality

The goal of graph centrality is to measure the structural prominence of a vertex. Freeman [16]
describes closeness centrality of a vertex as the inverse of its average distance to the rest of the
graph. More formally,

c.v/ D
jV j � 1P
u2V d.u; v/

(7)

Betweenness centrality is the number of times a vertex occurs in any shortest path between any pair
of vertices in the graph [17]. A more formal expression can be given by defining �st as the number
of geodesic paths from s to t and �svt as the number of such paths that v lies on. The betweenness
centrality of v is then defined as

b.v/ D
X

s¤v¤t2V

�svt

�st
(8)

In general, calculating the exact closeness and betweenness centrality metrics involves solving
the APSP problem. For unweighted graphs, Brandes’ algorithm [18] can compute betweenness
centrality in O.nm/ time. Parallel estimation algorithms for closeness and betweenness centrality
leverage high-end shared memory symmetric multiprocessor and multi-threaded architectures [11,
12]. Kang describes alternative centrality metrics that can be computed efficiently using MapRe-
duce [19]. However, the proposed metrics are not direct replacements to closeness and betweenness
centrality, and their scalability is only studied for artificial graphs. With Hoba, we were able to
handle real-world graphs that are 10 times bigger using only 20 compute nodes.

2.4. Statistical patterns in large networks

Real-world graphs are called scale-free when they exhibit skewed degree distributions where
the fraction p.k/ of vertices with degree k asymptotically follows a power law given by

p.k/ D Ak�� ; � > 1 and k > kmin (9)

Table I. Summary of datasets.

Name Nodes Edges

Facebook 4K 176K
Wikipedia 7K 214K
Enron 36K 423K
Twitter 41M 2.4B
WWW-2002 720M 12.8B

(a) WWW Degree Distribution (b) Twitter Degree Distribution

Figure 2. Power law degree distribution of the large graphs used in the experiments.
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Examples of scale-free networks include the World Wide Web graph [20] and the citation network
between scientific papers [21]. A common characteristic often observed in scale-free networks is the
small-world phenomena (also known as six degrees of separation), which states that the diame-
ter of large graphs is usually not too long. In addition, previous studies show that the graph diameter
tends to get smaller as the graph grows over time [22, 23]. This is known as the shrinking
diameter phenomenon in scale-free dynamic networks.

2.4.1. Datasets. The characteristics of the datasets used in our experiments are summarized in
Table I. The first three graphs are from the Stanford Large Network Dataset Collection and used to
compare the true and estimated values for distance and centrality. The Facebook dataset contains
friendship relations between network members. The Wikipedia graph is a voting network between
contributors. There is an edge from user i to j if one of them voted on the other. Enron email com-
munication network is composed of individuals who exchanged at least one email in a company
network. We intentionally chose medium-sized networks to be able to compute the true distance and
centrality values by running the NetworkX Python library on a single desktop computer.

The last two graphs are used for large scale experiments. The Twitter dataset is a subset of the
network from a snapshot in 2008 with over 41 million nodes. The WWW graph contains billions
of hyperlinks from a Web crawl in 2002 by the Yahoo! Altavista search engine. Figure 2 shows the
long-tail degree distribution of the WWW and Twitter datasets plotted on logarithmic scale. Notice
that as the degree becomes larger, the frequency gets smaller following a power law distribution. In
Section 3, we present novel optimization techniques that exploit these characteristics to speed-up
the computations. We considered all graphs as undirected to increase the data size and work on one
strongly connected component, which otherwise would not be possible.

3. LARGE SCALE ALGORITHMS

This section contains detailed descriptions of the graph algorithms and their distributed communi-
cation cost analysis. Figure 3 shows a roadmap of the methods we present and the relationships
between them. We start with an exact algorithm to compute the single source shortest paths in
large graphs. Using this as the basis, we continue with a parallel algorithm to estimate the distance
between arbitrary pairs of vertices in parallel. Finally, we present efficient techniques to estimate
closeness and betweenness centrality in large graphs, which use the parallel distance estimation
algorithm as the main building block.

3.1. Parallel-SSSP

We begin with an efficient MapReduce algorithm for solving the SSSP, which provides the basis for
the landmark-based distance estimation algorithms. Given ` as the source (landmark), the traditional
definition of this problem asks for finding the shortest path ��.`; v/ for all v 2 V . Although there
are often multiple shortest paths between a pair of vertices, practical applications typically return
the first one as the answer and neglect the rest. We slightly modify the problem definition to discover
…�.`; v/, a set of shortest paths for each .`; v/ pair. More formally,

Figure 3. Roadmap of the large scale graph algorithms.
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…�.`; v/ D ¹�.`; v/ W j�.`; v/j D d.`; v/º (10)

Instead of a shortest path tree rooted at the landmark, we are interested in generating a shortest path
sub-graph where there are many ways to reach a vertex. Note that the output of this computation is
larger, but it is stored on the distributed file system (DFS) rather than memory. A sample graph is
given in Figure 4.

For consistency, we use the same binary graph file format for all algorithms described in
this paper. Figure 5 shows the logical representation of a vertex record. In the beginning, the
distance and active fields of ` are set to 0 and true, respectively. All other vertices have
their distance fields equal to1 and active fields set to false. When the algorithm termi-
nates, the sub-graph field of a vertex v contains one or more shortest paths from ` to v combined
in a sub-graph as shown in Figure 4, and the distance field is set to d.`; v/.

All vertex ID’s are represented by variable length long integers to reduce data size. We also use
delta encoding [24] to compress neighbor lists. For each vertex, the neighbors are sorted in ascending
order, and only the difference between each consecutive pair is stored. Sample encoded and decoded
representations of a neighbor list are given in Figure 6. The same compression scheme is also applied
to the sub-graph field. Each sub-graph is converted to the adjacency list representation, and
for each vertex, the neighbors attached to it are compressed separately using delta encoding.

Figure 4. (a) Sample undirected graph with no edge weights and nine vertices. (b) The sub-graph for vertex
7, which contains the output of single source shortest path problem for the pair (0,7). Three shortest paths

are highlighted with arrows: {0,1,3,7}, {0,1,4,7}, and {0,2,5,7}.

Figure 5. Logical representation of a vertex record. Each field is associated with a name and type. The
neighbors and sub-graph fields can be arbitrarily long, and they are compressed using delta encoding

when serialized on disk.

Figure 6. Delta encoding of a neighbor list. Neighbors are sorted in ascending order, and only the difference
between two consecutive vertices is stored on disk except for the first one. To re-construct, a sequential
addition operation is applied from the first to the last element of the compressed list. Note that the differences

are stored using variable length integers so smaller values occupy less physical space.
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Algorithm 1 Parallel-SSSP
1: Input: Graph G=(V,E) with ` 2 L specified as the source.

2: function MAP(v.id, v)
3: if v.active then
4: d v.distance+1
5: msg (d, v.paths)
6: for all u 2 v.out-neighbors do
7: if : DISCOVERED(u.id) then
8: EMIT(u.id, msg) F distance
9: end if

10: end for
11: v.active False
12: DFS.WRITE(v) F final output
13: else
14: msg v
15: EMIT(v.id, msg) F vertex record
16: end if
17: end function

18: function REDUCE(v.id, [msg1,...,msgk])
19: dmin 1
20: …min ; F set of min length paths

21: for all m 2 [msg1,...,msgk] do
22: if VERTEXRECORD(m) then
23: v m
24: else
25: if m.distance < dmin then
26: dmin m.distance
27: …min m.paths
28: else if m.distance = dmin then
29: …min …min [ m.paths
30: end if
31: end if
32: end for

33: if dmin < v.distance then F update record
34: v.distance dmin

35: APPEND(…min, v)
36: v.paths …min

37: SAMPLE(v.paths, MAX_PATHS)
38: v.active True
39: DISCOVERED(v.id) True
40: end if

41: if v.degree < ı then
42: EMIT(v.id, v) F pass to next MAP
43: else
44: DFS.WRITE(v) F send to fat vertex pool
45: end if
46: end function

The parallel-SSSP algorithm is a BFS. The idea is to propagate the minimum distance from
the landmark to the rest of the graph. Let d.v; `/.k/ be the distance between v and ` at iteration
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Figure 7. IGS: Discovered vertices at a given iteration are highlighted in bold. They are serialized on
distributed file system to construct the final output incrementally. The input graph for each iteration is smaller

than the preceding one.

k. Initially, d.`; `/.0/ D 0 and all other distances are set to 1. In an unweighted graph, we can
compute d.v; `/.k/ iteratively as follows:

d.v; `/.k/ D min

²
d.v; `/.k�1/; min

u 2 N .v/

°
d.u; `/.k�1/

±
C 1

³
(11)

where N .v/ contains the incoming neighbors of v. This computation can be expressed as a sequence
of MapReduce jobs. At the map step, an active vertex adds 1 to its distance, sends it to its out-
neighbors, and becomes inactive. At the reduce step, a vertex iterates over the distance messages
received from its in-neighbors and finds the minimum. If the minimum is smaller than the current
distance, the current distance is updated, and the vertex is marked as active so that it can propagate
the new minimum to its out-neighbors when the next iteration starts. This cycle continues until
all vertices become inactive, which indicates that the algorithm converged. In a connected graph,
all vertices contain a distance value that is less than1 after convergence.

Algorithm 1 shows the pseudo-code for the MapReduce implementation. The MAP function
sends two different types of output to the reducers. Inactive vertices only send the vertex record
(lines 14-15). Messages sent from an active vertex v to its out-neighbors contain the shortest
paths along with the distance (lines 4-5). After an active vertex sends its distance and paths, it
is marked as inactive and written to the final output location on DFS, rather than being sent to
reducers (line 12). This is a special IO optimization for unweighted graphs. In an unweighted
setting, all shortest paths from ` to v are discovered during the i’th iteration where d.`; v/ D i .
There is no need to process this vertex again in the subsequent iterations because any additional
path found from ` to v will be sub-optimal. Thus, v can be removed from the input for the rest
of the computation, which is achieved by writing it to the final output location on DFS. We call
this scheme Incremental Graph Serialization (IGS). Figure 7 shows the operation
of IGS for the sample graph when ` D 0.

The REDUCE function saves the vertex record in line 23. It also maintains the minimum length
paths and the minimum distance received so far (lines 25-30). Between lines 33 and 40,
the record is updated if a smaller distance is found. Note that for unweighted graphs, this happens
at most once for each vertex. The first time a vertex v is discovered (i.e., d.`; v/ is set to i for some
i <1), all shortest paths from ` to v are found.

In billion-scale graphs, there may be thousands to millions of shortest paths between a
(landmark,vertex) pair. Storing and using millions of paths for estimating pairwise distances
is impractical and should be avoided for performance reasons. In line 37, paths are sampled
randomly, and at most, MAX_PATHS of them are stored as the pre-computation data. Hoba allows
users to control MAX_PATHS according to the size of the graph. We set MAX_PATHS to 250 for all
graphs in our experiments.

3.2. Selective push using bit vectors

Most MapReduce adaptation of existing graph algorithms exhibits sub-optimal performance
because of redundant data being sent from mappers to reducers multiple times. A fundamental rea-
son for this inefficiency is the vertex-centric approach that lacks a global application state.
A message is pushed from a vertex to its neighbors regardless of whether the neighbors already
have the same information or not.
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Figure 8. (a) Vertex 4 when it is active, along with its neighbors. Observe that 7 and 8 are not discovered
yet, so a distance message should be sent to both. However, 1 was discovered previously because it has a
direct link to 0. A distance message from 4 to 1 will have no contribution to the final results and should
be avoided. (b) The corresponding bit vector for the sample graph. Only those fields that correspond to the

vertices earlier are highlighted.

We partially address this problem by labeling vertices as active or inactive. A vertex only
becomes active when it receives a smaller distance value from its in-neighbors. As soon as the
new information is propagated to the out-neighbors, it switches back to inactive state. This
optimization avoids sending the same distance redundantly at each iteration.

The second redundancy occurs when a vertex sends a message to one of its neighbors, which
already has a smaller distance value. Consider vertex 4 from the sample graph in Figure 4.
The distance values of its neighbors when vertex 4 is active are given in Figure 8. Notice that,
because d(0,1) < d(0,4), there is no need to send a distance message to vertex 1.

Such redundant messages can be suppressed using a global bit vector that is accessible from all
compute nodes. The bit vector technique is reminiscent of coloring vertices as white, gray, or black
in serial implementations of BFS or Dijkstra’s algorithm. Let ı be an n-bit vector where n D jV j.
In unweighted graphs, Parallel-SSSP maintains the following condition for ı:

ı.i/ D

²
1; if d.`; i/ <1;
0; otherwise

Initially, only ı.`/ D 1, and the rest of the bit vector is set to 0. At the beginning of each
iteration, compute the nodes that read the latest bit vector from DFS and store it in local memory.
Before sending a message to an out-neighbor, an active vertex first checks whether it was previously
discovered by querying its local copy of the bit vector (line 7). When a new vertex is discovered,
the corresponding location of the local bit vector is set to 1 (line 39). At the end of each iteration,
all bit vectors are merged into a single one by a bitwise-OR operation to maintain the global state for
ı, which is then stored on DFS. It is worth noting that the bit vector optimization does not require
any modifications to the MapReduce programming model, and it can be implemented in common
MapReduce frameworks such as Hadoop. The coordination is achieved by merging the local copy
of all bit vectors at the end of each iteration and re-distributing the newest copy to all compute nodes
through the DFS.

An unweighted graph with 100 million vertices can be represented using a 12.5 MB bit vector,
which easily fits in the memory of a single compute node. For weighted graphs, it is necessary to
store the actual distance information inside the vector so a slight modification is required. Depending
on the size of the weights, a few bits or multiple bytes may be reserved for each vertex.

3.3. Load balancing high-degree vertices

The work done inside a map task is dominated by the total number of distance messages generated
(lines 6-10). The more edges processed inside a map task, the longer it takes to finish. The
skewed degree distribution of large real-world graphs results in disproportionate map task run times.
While most map tasks finish within minutes, a small percentage of those that process vertices with
very high degrees can take over an hour to complete. This is an undesired behaviour in MapReduce
because the REDUCE phase cannot start until all map tasks are finish. The cluster utilization drops
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significantly toward the end of the MAP step as the majority of the compute nodes stay idle, waiting
for a small fraction of the map tasks to complete.

We address this problem by processing high-degree vertices simultaneously in all map tasks rather
than assigning each vertex to a random map task as usual. A vertex is identified as a fat vertex
if its degree is greater than a threshold value ı. For the large graph datasets considered in this paper,
we set ı to 50,000. If a fat vertex is identified during the REDUCE step, it is sent to a special directory
called the fat vertex pool on DFS (lines 41-45). Each reduce task creates a separate
file under the fat vertex pool for serializing high-degree vertices it identifies.

Before the next MAP step begins, all map tasks execute PROCESS-FAT-VERTICES during
the task setup. Algorithm 2 shows the pseudo-code for this function. Input is the path to the fat
vertex pool on DFS and the number of map tasks spawned for the job. Each task pulls all fat
vertices discovered in the REDUCE step of the previous iteration from the DFS in randomized
order (lines 4-10). The randomization prevents file system swamping. If all tasks read the
fat vertices in the same order, data nodes serving the initial DFS requests may not be able to
keep up with the large number of queries, and the file system may become unstable. Randomizing
the file list helps balancing the load on DFS and results in higher IO throughput.

The PROCESS-ONE function is structurally similar to the MAP operation described earlier. In
addition, it involves a range partitioning mechanism for load balancing. When a fat vertex is
processed, its out-neighbors are divided into disjoint subsets of almost equal size using a partitioning
function. Assume there are m map tasks for the job and let N .v/ be the out-neighbor set of v.

Algorithm 2 PROCESS-FAT-VERTICES
1: Input: Pool: DFS directory that contains fat vertex files
2: M: Number of map tasks

3: function PROCESS-ALL(Pool, M)
4: file_list DFS.READ(Pool)
5: RANDOMIZE(file_list)
6: for all file 2 file_list do
7: for all v in file do
8: PROCESS-ONE(v)
9: end for

10: end for
11: end function

12: function PROCESS-ONE(v, M)
13: task_id RUNTIME.TASKID F get current task id
14: d v.distance+1
15: msg (d, v.paths)
16: for all u 2 v.out-neighbors do
17: if u.id mod M = task_id then F range partitioning
18: if : DISCOVERED(u.id) then
19: EMIT(u.id, msg) F distance
20: end if
21: end if
22: end for
23: if v.id mod M = task_id then
24: msg v
25: EMIT(v.id, msg) F vertex record
26: end if
27: end function
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Figure 9. Sample range partitioning on a vertex with degree eight. There are four map tasks and all of them
pull the same vertex record from the pool on distributed file system. Each map task processes a disjoint

subset of neighbors where subsets are determined by a partitioning function.

The subset of neighbors that fall in the scope of map task Mi is determined by the partitioning
function � such that

�.Mi ; v/ D ¹u W u 2 N .v/, u mod m D iº (12)

The range partitioning mechanism is demonstrated on a sample vertex in Figure 9. Each task
is responsible from sending a distance message to its own range of out-neighbors for a given
fat vertex. This ensures that the computational load introduced by the high degree is distributed
evenly among all tasks and solves the straggling process problem. Finally, the vertex record is also
sent only once, based on a similar modulo operation (lines 23-26). This avoids generating
multiple copies of the same vertex record in all map tasks. After the MAP phase is completed, the
fat vertex pool is cleared for the next iteration.

3.4. Complexity in MapReduce

The complexity of a MapReduce algorithm has two main components. Communication cost is
the amount of data transmitted from mappers to reducers over the network. Computation cost
is the total work done inside the MAP and REDUCE functions [25, 26]. In Parallel-SSSP, there
is a one-to-one correspondence between the communication and computation costs, so we only
analyze the former.

In an unweighted connected graph, each vertex becomes active exactly once. For each active
vertex, at most, one distance message is sent to all neighbors. In practice, the bit vector optimization
suppresses most edges after the first few iterations. Thus, the total number of distance messages sent
from mappers to reducers is O.m/.

For a given iteration, sending one record per vertex from mappers to reducers yields O.n/
messages. Although the algorithm requires at most D iterations to converge, the majority (90%)
of the vertices are generally discovered and removed from the input in less than 10 iterations
because of small-world and shrinking diameter phenomena in large real-world graphs [22, 27]. As
a result, the majority of the communication takes place within the firstD0 iterations whereD0 is the
effective diameter.

Therefore, the communication and computation cost of Parallel-SSSP for unweighted
graphs is O.Dn C m/ � O.D0n C m/. Note that in scale-free networks, D0 is small. Empirical
studies on many real-world graphs typically suggest values between 4 and 7 while D is observed
to decrease further with increasing graph size [28]. For comparison, a previously described MapRe-
duce algorithm [29] for solving SSSP runs in ‚.DnCDm/ time. This algorithm sends messages
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from all nodes to their neighbors at each iteration until convergence without avoiding any redun-
dancy. The novelty and main advantage of Parallel-SSSP comes from the Selective Push
and IGS optimizations. In Section 4, we show that these techniques speed-up the computation five
to seven times in massive graphs.

3.5. Distance estimation with PathCrawler

The shortest paths discovered using Parallel-SSSP form the basis of distance estimation in
large networks. In this section, we describe the PathCrawler algorithm, which is an extension of
the Landmark-BFS method. The main idea is to use the extra pre-computation data to increase the
accuracy of the results. Consider vertices 7 and 8 from the sample graph in Figure 4 when ` D 0.
There are three shortest paths between each pair (0,7) and (0,8). The true distance between
7 and 8 can be calculated by using either [{0,1,4,7} - {0,1,4,8}] or [{0,2,5,7} -
{0,2,5,8}] at the same time. If only one shortest path for each (landmark, vertex) pair
is stored, the probability of finding the exact answer is 2

9
.

With PathCrawler, we increase the odds of finding the true distance by leveraging all shortest
paths available from the pre-computation step. The algorithm essentially crawls the entire set of
paths through the landmarks and obtains the shortest possible path from source to destination. The
implementation is given in Algorithm 3.

Algorithm 3 PathCrawler
1: Input: {s,t} 2 V, L: Set of landmarks
2: …�.s; `/ and …�.`; t/ 8` 2 L
3: function PATHCRAWLER(s; t )
4: P  ;
5: for all ` 2 L do
6: for all � 2 …�.s; `/ do
7: P  P [ � F paths from s to `
8: end for
9: for all � 2 …�.`; t/ do

10: P  P [ � F paths from ` to t
11: end for
12: end for
13: for all u 2 s.out-neighbors do F optional
14: e  .s; u/

15: P  P [ e
16: end for
17: for all u 2 t.in-neighbors do F optional
18: e  .u; t/

19: P  P [ e
20: end for
21: Let GP be the sub-graph of G induced by P
22: ��  DIJKSTRA(GP , s, t)
23: return ��

24: end function

Input is a pair of vertices ¹s; tº 2 V and shortest paths from/to the set of landmarks L. All shortest
paths are merged together between lines 4-12. In addition, there is an optional two-hop
guarantee optimization†, which adds all neighbors of s and t to the induced sub-graph GP
(lines 12-20). Finally, Dijkstra’s algorithm (or BFS for unweighted graphs) is called as a
sub-routine to find an estimated shortest path.

†Recommended whenm D O.n/.

Copyright © 2014 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. (2014)
DOI: 10.1002/cpe



A. S. BALKIR, H. OKTAY AND I. FOSTER

The PathCrawler algorithm deals with the potentially large induced sub-graph size by limiting
the number of shortest paths between a vertex and a landmark, as discussed previously. Let � be the
maximum number of shortest paths stored for each (landmark, vertex) pair, that is, MAX_PATHS.
The length of a shortest path has an upper bound of D, the graph diameter. The size of GP is
bounded above byO.kD�/, and the worst-case run time complexity of the algorithm isO.k2D2�2/.
In practice, the size of the induced sub-graph is quite smaller thanO.kD�/ because multiple shortest
paths from several landmarks highly overlap.

3.6. Parallel-APSP

The PathCrawler algorithm can be run in parallel to find an approximate solution for APSP. We
assume that the graph is connected and undirected so d.i; j / D d.j; i/ 8.i; j / 2 V . Note that
regardless of how efficient the parallel implementation is, the lower bound for processing

�
n
2

�
pairs of

vertices is‚.n2/. In this section, we present parallelization techniques and explain how to minimize
the communication cost between cluster nodes, which has a significant effect on performance.

The input is the result of running Parallel-SSSP for all elements of L. Each vertex is coupled
with a compact output record consisting of shortest paths from the landmarks. Let ri be the size of
the record associated with vertex i. The total input size is given by T .n/ D

Pn
iD1 ri . For simplicity,

we assume T grows on the order of n. That is, jT .n/j 6 jnj c for some c 2 R>0, so the total input
size of Parallel-APSP is O.n/.

The number of reduce tasks required for a MapReduce job is R. In general, the rule of thumb is to
choose R large enough to ensure each compute node executes one or more reducers to increase the
amount of parallelism. In a balanced setting, each reducer is expected to process O

�
n2

R

�
vertices.

Finally, a reducer is assumed to have enough physical memory to buffer � vertex records on average
where � < n.

3.7. Naïve parallel implementation

A simple parallel algorithm for solving APSP would be to generate all pairs of vertices .i; j / for
0 < i < j 6 n in mappers, and send them to reducers. Each vertex must be replicated n � 1
times inside the map function and sent over the network. The communication cost of this algorithm
is O.n2/. Figure 10 shows the replication factor and record distribution among the reducers for a
sample graph.

In a cluster environment, the interconnect speed is limited, and network bandwidth is shared by
all compute nodes. Transferring a record over the network usually takes longer than processing it.
In addition, most MapReduce implementations use the local disk as the default storage medium for
intermediate records. Map outputs and reduce inputs are temporarily stored on disk and gradually
fed into main memory during computation. This is consistent with the initial design premise of
MapReduce and similar data intensive frameworks where data size exceeds the total cluster memory.
There is a performance penalty for shipping intermediate records over the network and moving them
from the local disk into memory. Therefore, minimizing the intermediate data size can considerably
improve the throughput.

Figure 10. Map output for a small graph with six vertices. Blue squares correspond to vertex pairs sent from
mappers to reducers. Each vertex is replicated five times, and the pairs are distributed among three reducers.

In general, a graph with n vertices results in an intermediate output with
�
n

2

�
pairs.
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3.8. Bucket-APSP

The Bucket-APSP algorithm is designed to avoid replicating each vertex n � 1 times. The idea
is to group vertices in buckets and process a pair of buckets inside the reduce function. Each vertex
is assigned to exactly one bucket. Reducers then compute an estimated shortest path between all
pairs that contain one vertex from each bucket. Let b denote the number of buckets for the set
¹B0; : : : ;Bb�1º. Each bucket contains n

b
vertices. A pair of buckets is labeled by a unique key

.Bi;Bj/ such that 0 6 i 6 j < b. Each bucket is paired with every other b buckets including itself.
The total number of unique keys is

�
bC1
2

�
D O.b2/. A reducer responsible from the bucket pair

with key .Bi;Bj/ stores all vertices from each bucket in main memory and computes the estimated
shortest paths for each vertex pair (u,v) such that u 2 Bi and v 2 Bj. Figure 11 shows a sample
graph with six vertices and three buckets where each bucket contains two vertices.

The Bucket-APSP algorithm uses a fast data structure called the BucketMap. It is a hash map
that associates a bucket with a list of bucket pairs that it participates in. That is, given a bucket Bi,
BucketMap[Bi] returns an ordered list of bucket pairs BxBy such that (0 6 x 6 y < b) and
(x D i _ y D i). For example, BucketMap[B1] would return the ordered list ¹B0B1;B1B1;B1B2º
for the sample graph in Figure 11.

Algorithm 4 shows the pseudo-code for Bucket-APSP. Building and storing BucketMap
takes O.b2/ time and space (lines 3-10). The input to MAP is the compact binary record
that contains the list of shortest paths from a vertex v to the set of landmarks L computed by
Parallel-SSSP. In line 12, v is assigned to one of the b buckets identified by bv, and a copy
of v is sent to the corresponding bucket pairs. The REDUCE function operates on a pair of buckets
BiBj and all vertices that are assigned to Bi or Bj. Once the input vertices are saved in memory
(lines 20-27), a complete bipartite matching is performed between the two buckets and shortest
paths are estimated for each vertex pair via ALLPAIRS. Note that when i D j , only a single bucket
is processed inside the REDUCE,and such reducers are called mono-reducers.
Bucket-APSP has a lower replication factor than the naïve implementation. Each vertex goes

exactly to one bucket. Because each bucket is replicated b times, total communication cost isO.bn/.
Although a smaller b value indicates less communication, it should be chosen carefully to balance
the amount of parallelism. During the reduce function, two buckets are stored in memory containing
2n
b

vertices total. The maximum number of vertices that a reduce task can buffer is �. Thus, b D 2n
�

results in the lowest communication cost. This can be calculated easily on the basis of the average
record size and the amount of physical memory in a compute node. However, as b decreases, the
number of bucket pairs also goes down. A MapReduce job has R reduce tasks, and for maximum
parallelism, none of them should be left idle. Ideally, the condition

�
bC1
2

�
=R > 1 should be satisfied

to ensure that compute nodes have enough work to stay busy.

Figure 11. Map output of Bucket-APSP for the same graph in the previous figure. There are three buckets
and six reducers. Each bucket contains two vertices. In this case, blue squares correspond to pairs of buckets
processed by the same reduce task. Observe that each vertex is replicated only three times, and the commu-
nication cost is lower than the naïve implementation. Reducers R1, R3, and R5 only contain a single bucket.

Such reducers are called mono-reducers, and they compute all shortest paths within a single bucket.
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Algorithm 4 Bucket-APSP
1: Input: Graph G=(V,E) with shortest paths from/to L.

2: BucketMap ;

3: function SETUP(b) F generate bucket pairs
4: for i D 0! b � 1 do
5: for j D i ! b � 1 do
6: APPEND(BucketMap[i], BiBj)
7: APPEND(BucketMap[j], BiBj)
8: end for
9: end for

10: end function

11: function MAP(v.id, v)
12: bv = v.id mod b F find the bucket v belongs with
13: for all BiBj 2 BucketMap[bv] do
14: EMIT(BiBj, v)
15: end for
16: end function

17: function REDUCE(BiBj, [v1,...,vk])
18: Bi ;
19: Bj ;
20: for all v 2 [v1,...,vk] do F save in memory
21: bucket = v.id mod b
22: if bucket = i then
23: APPEND(Bi, v)
24: else
25: APPEND(Bj, v)
26: end if
27: end for

28: if SIZE(Bi) > 0 and SIZE(Bj) > 0 then F compute all pairs
29: ALLPAIRS(Bi,Bj)
30: else
31: if SIZE(Bi) > 0 then
32: ALLPAIRS(Bi,Bi) F mono reducer
33: else
34: ALLPAIRS(Bj,Bj) F mono reducer
35: end if
36: end if
37: end function

38: function ALLPAIRS(Bx,By)
39: for all vx 2 Bx do
40: for all vy 2 By do
41: sp PATHCRAWLER(vx, vy)
42: EMIT(vxvy, sp)
43: end for
44: end for
45: end function

The shortest paths between two disjoint subsets of vertices V1 and V2 can also be computed with
Bucket-APSP. Copies of input vertices should partitioned into two sets of buckets S1 and S2,

Copyright © 2014 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. (2014)
DOI: 10.1002/cpe



ESTIMATING GRAPH DISTANCE AND CENTRALITY ON SHARED NOTHING ARCHITECTURES

where S1 contains the buckets for V1 and S2 contains the buckets for V2. Then, each reducer can
process a pair of buckets BiBj such that Bi 2 S1 and Bj 2 S2. The same idea can be generalized to
k disjoint subsets for computing pairwise distances between vertex clusters or communities with a
single pass of the input data.

3.9. Centrality estimation

Computing the closeness and betweenness centrality metrics both require solving APSP. Although
Bucket-APSP reduces the communication cost of the naïve algorithm by a factor of O

�
b
n

�
, the

quadratic computational cost of computing all pairwise distances makes application to large graphs
infeasible. Instead of solving the exact APSP, we estimate these metrics in large graphs by adapting
a sampling technique.

Given a sample set of vertices S � V , we estimate all shortest paths from S to V using the
PathCrawler algorithm. The estimated closeness centrality of a vertex is then defined as the
inverse of its average estimated distance to the sample dataset. Formally,

c0.v/ D
jS jP

v2V
u2S

d 0.v; u/
(13)

The parallel implementation of closeness centrality is fairly straightforward. The input is the same
as Parallel-APSP and a sample dataset S . We assume the sample dataset can be buffered in
local memory. That is, jS j < �. The MAP function simply reads the input from DFS and partitions
it among R reducers. Each reducer gets O. n

R
/ vertices as its own share of input. Reducers also read

S from DFS and buffer it in local memory. Therefore, the communication cost of this algorithm is
O.nC RjS j/. The REDUCE function computes the estimated shortest paths between S and Vj for
0 6 j < R in parallel using the PathCrawler algorithm.

The jS j < � assumption is not a requirement and larger sample sizes can be handled by par-
titioning them and processing each partition as a separate MapReduce job. Alternatively, a similar
grouping technique described in Bucket-APSP can be applied to run the entire computation in a
single pass. In our experiments with large graphs, all sample sets were small enough to easily fit
in memory.

Using this method, we can answer queries such as ‘Who are the most influential politicians
of USA in Twitter?’ or ‘What are the most popular news websites in the Middle East?’ measur-
ing influence or popularity by closeness centrality. Note that it is often a good practice to limit
the total input size by region or category depending on context to achieve higher throughput and
better performance.

Betweenness centrality is estimated similarly. Instead of counting how many times a vertex occurs
in all shortest paths, we sample a large set of vertices S 2 V and compute the shortest paths for
each pair in S using Bucket-APSP. Formally,

b.v/ D
X
s¤v¤t
S�V

�svt

�st
; s; t 2 S and v 2 V (14)

To increase accuracy, we slightly modify PathCrawler to return multiple estimated shortest
paths between each (s,t) pair, rather than just one. Finally, we count how many times v 2 V
occurs in the obtained shortest paths with another MapReduce job.

3.9.1. Suggesting a sample size. Determining the right sample size is important to make fast and
accurate estimations. We use a geometric progressive sampling technique [30] to calculate the right
sample size when estimating centrality. Let n0 be the initial sample size and a be a constant. A
schedule Sg of increasing sample sizes is defined as
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Sg D a
in0 D

°
n0; a:n0; a

2:n0; : : : ; a
kn0

±
(15)

At each step, the sample size is increased, and estimated closeness or betweenness centralities
are computed. Then, vertices are sorted and ranked on the basis of their centrality values. This
process continues until there is minimum change in vertex centrality rankings between two consec-
utive iterations. The change in rankings is determined by computing Spearman’s rank correlation
coefficient [31].

Rankings are usually more sensitive toward the lower end (less central part) of the distribution,
and considering the ranks of the entire input set may require a large number of iterations. For fast
convergence on large datasets, we compute the rank correlation among the top K vertices where K
is a user supplied parameter generally ranging from a few hundreds to thousands. Typically, highest
ranked vertices are less sensitive to changes, and this allows the algorithm to converge much faster.
Another alternative for rapid convergence is to compute the fraction of overlapping vertices between
two consecutive iterations. That is, the algorithm stops if the most central K vertices from the last
two iterations overlap by more than x% where x is a user defined threshold.

4. EXPERIMENTS

4.1. Cluster setup

We ran the large scale experiments on a 20-node Hadoop cluster with 8 GB of memory and 4 Intel
i7-2600K physical cores at 3.4 GHz in each machine. The main software stack includes Ubuntu
12.04 along with Java 1.6 64-bit and Hadoop 1.1.2.

4.2. Accuracy

Figure 12 shows three heat maps that compare the true and estimated distance in medium-sized
networks. For the pre-computation step, we used five landmarks with the highest degree in each
network and stored up to 250 shortest paths between each (landmark, vertex) pair. For each graph,
we calculated the exact and estimated shortest path lengths among half a million pairs. We computed
the average error rate in distance estimation by the following formula:

� D

P
dapproxP
dexact

� 1 (16)

This metric is also called the stretch of the estimation. The Facebook graph resulted in the lowest
stretch of 0.0002 followed by 0.0018 and 0.0030 in the Enron and Wikipedia graphs. We found the
true shortest path length nine out of 10 times in all datasets.

The comparison of the true and estimated closeness centrality values are displayed in Figure 13.
The near-linear correlation suggests that closeness centrality can be estimated highly accurately in
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Figure 12. Distance estimation accuracy: Darker squares correspond to denser areas of the pairwise distance
distribution. The Facebook graph produced almost perfect results. A noticeable estimation error is seen in

the Wikipedia graph at (3,4).
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Figure 13. Exact versus estimated closeness centrality and correlation coefficients.

Figure 14. Overlap of the most central nodes in the true and estimated results.

large graphs if pairwise distances are calculated with small error. Estimated closeness centrality
values can replace the originals in large scale machine learning tasks such as a feature vector in a
prediction algorithm.

We show the percentage overlap of the X most central nodes between the true and estimated
results where X varies from 100 to 1000 in Figure 14. For example, we were able to identify the top
100 vertices with the highest closeness centrality in the Facebook graph with 96% overlap. As X
increases, the overlap ratio stays mostly above 80%. Results from this experiment suggest that we
can accurately answer social network analysis queries such as ‘Who are the top 500 most popular
Twitter users?’ or ‘What are the top 100 most central websites with media content on the Internet?’.

4.3. Performance

We evaluated the efficiency of the Selective Push optimization described in Section 3.2 by
running the Parallel-SSSP algorithm on the Twitter and WWW datasets. We measured the
number of distance messages sent from mappers to reducers with and without the bit vector opti-
mization and plotted the results in Figure 15(a). Observe that the bit vector dramatically reduces
the number of messages sent from mappers to reducers when the number of messages is over 100
million, resulting in an order of magnitude improvement. The Selective Push + IGS com-
bination reduced the run time from 146 to 19 min in the Twitter graph and 581 to 115 min in the
WWW graph for a single landmark.

The accuracy of large scale distance estimation with increasing number of landmarks is reported
in Figure 15(b). For this experiment, we chose 10 random vertices referred as the oracles
and computed the length of the shortest path from each oracle to the rest of the graph using
Parallel-SSSP. Then, we sampled 5 million vertices, estimated their distance to the oracles,
and reported the error. Notice that even in the WWW graph, which contains 700 million nodes and
12 billion edges, we were able to calculate the shortest paths with 7% average error using only 10
landmarks. In both graphs, we picked out the highest degree vertices as the landmarks.

4.4. Effects of the small-world phenomena

In Parallel-SSSP, the time spent on a particular iteration varies significantly on the basis of
the number of shortest paths computed. For example, the first iteration runs relatively fast because
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(a) Performance Benefits of the Bit-Vector (b) Error Rate vs. Number of Landmarks

Figure 15. (a) Number of distance messages with and without the bit vector for the first 15 iterations of
Parallel-SSSP. Note that the WWW graph converges in approximately 60 iterations. (b) Accuracy of

distance estimation versus number of landmarks.

(a) Hop plot for a randomly chosen vertex (b) Shuffled vertex records in Parallel-SSSP

Figure 16. The booming effect in Parallel-SSSP on large graphs due to the small-world phenomena. The
figures are plotted by sampling a set of nodes from both graphs and averaging the results to represent a single

random vertex.

only the neighbors of the source vertex are discovered. The second one takes longer because all ver-
tices that are two hops further from the source are identified. This increase continues exponentially
until the majority of the vertices are discovered. Because of the small-world and shrinking diame-
ter phenomena in large graphs [22, 27], the effective diameter is small and over 90% of the vertices
are discovered rapidly. In practice, there are usually two or three booming iterations where a large
portion of the shortest paths are computed. When a high-degree vertex is chosen as the source,
a booming effect is often observed within two or three hops around it. This behaviour can be exam-
ined in Figure 15(a). There is a steep increase in the number of messages generated during the
second and third iterations for the Twitter and WWW graphs, respectively. The number of messages
begins to go down in both graphs soon after reaching the peak, as most of the shortest paths are
already computed at that point. The overall run time of Parallel-SSSP is dominated by the first
D0 iterations where D0 is the effective diameter.

It may take longer to observe the booming effect when the algorithm is started from a random
low-degree vertex, which is loosely connected to the rest of the graph. Figure 16(a) shows the total
number of reachable vertices from a random source within increasing number of hops. Notice that
a rapid jump starts with the fifth hop in the WWW graph. Almost all vertices are reachable by the
10th hop in both graphs except for the long and sparse chain-like sequences.

Figure 16(b) shows the percentage of records sent from mappers to reducers when
Parallel-SSSP is started from a random vertex. Another interpretation of this figure is the
decrease of the problem size over time. As we explained the IGS technique in Section 3.1, recently
discovered vertices are sent to the final output location on DFS and discarded from the remaining
iterations when the graph is unweighted (line 12 of Algorithm 1). Consequently,
the records sent from mappers to reducers correspond to those vertices that have not been
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discovered yet. As the figure suggests, large percentage rates are observed within the first few iter-
ations and the algorithm starts converging rapidly afterwards. The input size reduces to a small
fraction of the initial value after reaching the effective diameter. Notice that Figures 16(a) and 16(b)
is reverse-shaped plots emphasizing on two different measures that are inversely proportional. Both
figures indicate that the majority of the computation and communication takes place within the first
D0 iterations.

4.5. Performance optimizations in parallel single source shortest path problem

The efficiency of Parallel-SSSP comes from three novel optimization techniques:

� IGS: sends vertices to the final output location on DFS soon after they are discovered–
Section 3.1
� Selective Push: uses bit vectors to suppress redundant messages sent from mappers to

reducers–Section 3.2
� Fat Vertex Optimization: handles high-degree vertices exclusively to avoid the strag-

gling map task problem–Section 3.3

Figures 17 and 18 show the combined effect of these optimizations on the WWW and Twitter
datasets. We compare the optimized algorithm with a regular version, which does not contain any
of the optimizations earlier. We plot the run time distribution of the map tasks for one of the long-
running iterations that dominate the total run time in both versions of the algorithm. Both figures
contain 400 map tasks sorted in ascending order of execution time.

The straggling map tasks are easily observable in Figures 17(a) and 18(a) with the long tail rising
steeply toward the end. The longest running map task for the WWW graph takes about 1750 s
to complete, whereas the shortest one runs in approximately 500 s with the regular algorithm,
which does not use any of the optimization techniques. The gap is larger for the Twitter graph with
the slowest and fastest map tasks taking 1300 and 6250 s, respectively. The main reason for the
increasing tail is the presence of very few high-degree vertices in both graphs because of the skewed
degree distribution. The more edges a map task processes, the longer it takes to complete. Map
tasks assigned to process the highest degree vertices fall behind and result in underutilization of the
compute cluster. A large number of idle CPU cores hold onto the few busy ones without doing any
useful work until the REDUCE phase starts. The underutilization can be observed more clearly in
Figure 18(a). The first 200 tasks finish in approximately 2000 s, whereas the second half takes over
6000 s to complete. If there were 400 CPU cores to run all tasks simultaneously, half of the cluster
would stay idle for over an hour.

The optimized algorithm removes the long tail at the end and balances individual task execu-
tion times. Load balancing helps increasing the cluster utilization and decreasing the total run time
dramatically. The fastest and slowest map tasks take 290 and 414 s for the WWW graph. The gap
is smaller for the Twitter network with task run times ranging from 56 to 128 s. The overall effect

(a) Normal scale (b) Logarithmic scale

Figure 17. Map task run times for iteration #4 over the WWW graph. Median task completion times are 954
and 340 s for the regular and optimized versions, respectively.

Copyright © 2014 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. (2014)
DOI: 10.1002/cpe



A. S. BALKIR, H. OKTAY AND I. FOSTER

(a) Normal scale (b) Logarithmic scale

Figure 18. Map task run times for iteration #3 over the Twitter graph. Median task completion times are
2183 and 78 s for the regular and optimized versions, respectively.

Figure 19. Number of buckets versus run time and intermediate data in Bucket-APSP.

of the optimization techniques for a single iteration is observable in Figures 17(b) and 18(b). There
is a noticeable gap between the regular and optimized versions with median task run times going
down from 954 to 340 s for the WWW graph and 2183 to 78 s for the Twitter graph.

To understand why the optimized algorithm yields better speed-up for the Twitter dataset, we
look at the individual contribution of each technique. Figure 15(a) shows that Selective Push
kicks in starting iterations #6 and #3 for the WWW and Twitter datasets, respectively. The difference
between the number of messages generated with and without the bit vector is negligible in iteration
#4 of the WWW graph. However, there is over an order of magnitude difference between the
two quantities in iteration #3 of the Twitter dataset. As a result, Selective Push yields con-
siderable speed-up on the Twitter dataset, whereas it is not as effective on the WWW graph for
the particular iterations considered. The three times speed-up in iteration #4 of the WWW graph
mainly results from handling high-degree vertices efficiently and avoiding straggling map tasks.
The Twitter dataset benefits from all optimizations so a much higher speed-up is observed during
iteration #3. A similar speed-up for the WWW dataset can be observed once Selective-Push
becomes more effective starting iteration #6.

4.6. Intermediate data versus run time in Bucket-APSP

The number of buckets should be chosen carefully to maximize cluster utilization and minimize
the run time in Bucket-APSP. The communication cost of the algorithm is O.bn/ where b is the
number of buckets. Intuitively, as b decreases, the run time of the algorithm is expected to go down
because less intermediate data are generated. However, if the total number of unique bucket pairs is
less than the number of available CPU cores, the cluster utilization goes down. That is, in general,�
bC1
2

�
should be a multiple of R where R is the total number of reduce tasks. This ensures that each

reduce task receives multiple bucket pairs as input. Increasing b can have a positive effect on the
run time performance because it results in higher record granularity, that is, more even distribution
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of vertex pairs among the reduce tasks. On the other hand, very large b values can quickly inflate
the intermediate data and reduce the performance.

We plot the change in run time and the amount of intermediate data with varying number of
buckets while estimating the distance between 10,000 vertices. Figure 19 shows the results for
100 million vertex pairs. As expected, the size of the intermediate data increases with larger b
values, although the run time varies depending on the cluster utilization. Observe that increas-
ing b from 10 to 80 results in a noticeable performance improvement. This is because more
CPU cores are utilized, and the total work is distributed evenly among the reduce tasks. As the
number of buckets goes beyond 200, generating and shuffling excessive amounts of intermediate
records (bucket pairs) starts to dominate the total execution time of the algorithm and affects the
performance negatively.

4.7. Scalability

Figure 20 shows how the parallel closeness and betweenness centrality algorithms scale with
increasing input size. For betweenness centrality, we sampled 30,000 vertices and computed up to
250 shortest paths between each pair in the largest setting. This resulted in approximately 450 mil-
lion pairs of vertices. We calculated a maximum of 63 and 51 billion shortest paths in the WWW
and Twitter graphs, respectively. For closeness centrality, we sampled the top one million vertices
with the highest degree and ranked them on the basis of the estimated values. In the largest setting,
we estimated the distance between one billion vertex pairs in 11.5 h. Observe that both algorithms
scale almost linearly with increasing input.

We measured an average system throughput of 17,600 pairs/s for betweenness and 20,300 pairs/s
for closeness centrality, which includes the overhead to start a MapReduce job and initialize all tasks.
Note that the betweenness centrality algorithm has lower throughput because for a given pair of

(a) Betweenness Scalability (b) Closeness Scalability

Figure 20. Estimating centrality in billion-scale: change in run time with increasing input size.

(a) Betweenness Scalability (b) Closeness Scalability

Figure 21. Estimating centrality in billion-scale: change in run time with increasing hardware resources.
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Table II. Top 10 most central nodes in large networks.

a. Closeness centrality b. Betweenness centrality

Twitter WWW-2002 Twitter WWW-2002

BarackObama google.com Ashton Kutcher google.com
Ashton Kutcher yahoo.com CNN Breaking News yahoo.com
Ellen DeGeneres dmoz.org Barack Obama dmoz.org
CNN Breaking News rambler.ru Britney Spears rambler.ru
Oprah hypermail.org Ellen DeGeneres hypermail.org
Ryan Seacrest macromedia.com Twitter dmoz.org
Britney Spears refdesk.com SHAQ careerbank.com
SHAQ wunderground.com Oprah adobe.com
Twitter commondreams.org Ryan Seacrest sourceforge.net
@shravandude blogger.com Lance Armstrong phpb.com

vertices, it computes up to 250 estimated shortest paths, whereas the closeness centrality algorithm
only computes a scalar distance estimate for each pair.

The average distance estimation time for a pair of vertices inside a single computer is under 8 ms
for both input graphs. For comparison, the Landmark-BFS algorithm is reported to estimate the
distance between a pair of vertices on a comparable Twitter graph in 889 ms. This yields over two
orders of magnitude improvement for a single compute node. Our distance estimation algorithm
runs in parallel where each compute node can work independently on different pairs. Thus, we
get an additional speed-up from parallelism that increases with cluster size. The scalability of the
closeness and betweenness centrality algorithms with increasing number of compute nodes is shown
in Figure 21. Higher number of hardware resources results in increased system throughput and faster
application run time with linear scalability. We finally report the top 10 vertices with the highest
betweenness and closeness centralities from the Twitter and WWW datasets in Table II.

5. DISCUSSION AND RELATED WORK

The optimization techniques described for Parallel-SSSP are generalizable to other
vertex-centric distributed graph algorithms and frameworks. The fat-vertex optimiza-
tion can be used on any large graph that exhibits skewed degree distribution where the performance
is affected by a small number of high-degree vertices. This is a common problem in graph processing
as the degree distributions of many real-world graphs follow power laws. The Selective Push
optimization can be used to target a particular subset of vertices with higher priority for fast con-
vergence of iterative graph algorithms. Recent examples to such algorithms include computing the
incremental PageRank and identifying connected components and graph-based label propagation
for recommendation systems using prioritized iterative computations [32].

Parallel distance estimation has many applications in graph mining. The neighborhood
function N.h/ of a graph is defined as the number of vertex pairs that are within h hops of
each other [33]. The definition is extended further for individual nodes and sub-graphs [34]. The
individual neighborhood function IN.u; h/ of a vertex u is defined as the number of
nodes that are reachable from u in at most h hops. For small graphs, N.h/ can be computed by
summing the individual neighborhood function over all u 2 V . Given two subsets
of graph vertices V1 and V2, the generalized neighborhood function N.h; V1; V2/
gives the number of pairs between V1 and V2 that are within distance h or less. Approximate
neighborhood functions have been used previously for measuring vertex importance, detecting sub-
graph similarity and clustering sub-graphs in large networks. Hoba can be used to compute exact or
estimated values for these functions in billion-scale graphs. Exact answers to IN.u; h/ can be calcu-
lated efficiently with Parallel-SSSP without the requirement to store the entire graph structure
in cluster memory. Fast estimations to IN.u; h/ can be provided by running Path-Crawler in
parallel, eliminating the need for a complete graph traversal from arbitrary u. The neighborhood
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function N.h/ can be estimated by sampling a set of vertices, summing the exact or esti-
mated individual neighborhood functions for each element of the sample set and extrapolating
the results. Finally, the Bucket-APSP algorithm can be used to estimate the generalized
neighborhood function by computing all pairwise distances between V1 and V2.

Centrality has several use cases for measuring the structural importance of a vertex. It can be used
for identifying critical hubs in a road network, detecting vulnerabilities in router networks, or finding
the most influential people in social networks. Another application area of centrality is graph clus-
tering and community detection. Communities are dense sub-graphs that are loosely connected with
each other. Previously, closeness and betweenness centralities have been used as building blocks
of the k-medoids and Girvan–Newman algorithms for clustering medium-sized networks [35–37].
The parallel algorithms we presented for estimating centrality can be incorporated into similar
techniques to cluster massive graphs using cheap commodity hardware.

Several frameworks have been proposed to solve problems that concern large graphs. GraphLab
[38, 39] is a programming abstraction to express dynamic graph-parallel computations asyn-
chronously in shared and distributed memory environments. The computation is carried out as a
distributed loop that processes vertices in parallel, based on a prioritized ordering scheme. Pregel
[40] is a functional programming based model that aims to solve large scale graph problems. The
unit of computation is called a superstep during which a vertex exchanges messages with its
neighbors. The graph structure including the vertices, edges, and the computation state is stored
in distributed memory. In graph mining, MapReduce has been used for detecting connected com-
ponents, enumerating triangles and sub-graphs and diameter estimation, and finding sub-graphs of
high connectivity [25, 41–43].

From a distributed graph computation standpoint, the fundamental idea behind all abstractions
earlier is the same: partition the graph, process each vertex independently, and send/receive mes-
sages between neighboring vertices. In this paper, our main concentration is on distance and
centrality estimation in large graphs rather than potential speed-ups in execution time resulting from
the platform of choice. We address performance issues related to large scale graph mining algo-
rithms common to all distributed platforms. Although Hoba is built on MapReduce, the algorithms
described in this paper can be implemented using any other framework optimized for large scale
graph processing with minor modifications.

6. CONCLUSION

We have motivated, described, and evaluated Hoba, a scalable and efficient library for estimating
distance and centrality on shared nothing architectures. Hoba runs on top of Hadoop, and it can
handle graphs with hundreds of millions of nodes and billions of edges using a small computing
cluster. To the best of our knowledge, there is no other work on batch computation of shortest
paths in large graphs. We described methods for optimizing the single source shortest path and
APSP problems in MapReduce and proposed a novel parallel algorithm for estimating shortest paths
in shared nothing architectures. We used these algorithms to estimate closeness and betweenness
centrality metrics and identified the vertices with top centrality scores in the largest publicly avail-
able real-world graphs. All algorithms described in this paper can run on weighted and directed
graphs with minor modifications. Hoba is an open source and compatible with the Amazon Elastic
MapReduce service. It allows any network scientist to mine billion-scale graphs for moderate costs.
Our approach avoids the overhead of using high-end servers that are expensive and hard to maintain.
We encourage using Hoba for graph clustering, social network analysis, and Web mining.
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