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1 Problem
Scientists and the organizations that fund scientific research frequently face difficult questions
about how to allocate scarce resources. Should they pursue safe avenues of investigation that
incrementally extend current knowledge? Or should they pursue ideas that are far off the beaten
track, which are less likely to bear fruit, but more likely to provide revolutionary insights? One
group at the University of Chicago [4] is trying to provide some insight by developing a model
of scientific discovery and exploring what parameters match real world data, and what parameters
maximize knowledge production.

This demo will describe the methods we used to take a a sequential simulation of scientific
discovery and build an optimization algorithm that scales to thousands of cores.

2 Computing Requirements
We use a simulated annealing algorithm to optimize parameters for the model. The objective
function being evaluated is a measure of scientific innovation that is determined by running an
ensemble of randomized simulations and averaging the results. At each step of the algorithm a
parameter is perturbed randomly, and the model rerun to determine the new value of the objective
function, as shown in Figure 1a. The new parameter value may be accepted or rejected based on
its effect on the amount of innovation in the simulation.

The computing requirements add up to be quite daunting. In order to obtain reliable results,
we run an ensemble of n = 10, 000 independent simulations, each of which takes an average of t
CPU seconds of computation time. The annealing algorithm cycles through p parameters, trying
to update each c times. In our case, typical values are p = 5 and c ∈ [100, 200]. The value of
t depends on the size of the universe of facts and how much needs be discovered, but 0.2 − 20
seconds is typical for smaller simulations (where the number of potential facts is quite low). We
also need to optimize the parameters under different scenarios, which explore how the optimal
strategy changes under different circumstance, which can multiplying the amount of computation
required by a further factor of 10. Figure 1b illustrates a typical production run of the application.

The amount of CPU time required means that we must muster a large amount of computing
resources for our problem. Further analysis of the application reveals that, due to the number of
parameter updates, achieved fast turnaround time on each objective function evaluation is crucial
to obtain results in a timely manner. If o is the time required to evaluate the objective function,
then T , the time-to-solution, can be modelled as T = c × p × o. In order to allow results to
feed back into research, we need to obtain results in a timely manner, say 24 hours, which means
evaluating the objective function in approximately 90 to 180 seconds. This means that the ensemble
of simulations must be launched, complete in a timely manner, and the new set of parameters
selected with minimum delay so that the next ensemble can be started. Given that the ensemble
requires n × t ≈ 2000 − 200000 CPU seconds, parallel speedups of p ≥ 1000 can be required
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(a) Innermost loop of simulated annealing algorithm. The objective function being optimized is evaluated
by running an ensemble of randomized simulations and aggregating the results. These results are used to
decide on a new set of parameters to evaluate.
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(b) Overall view of parallelism in application: many independent optimizations are done that optimize the
parameters for different scenarios. 8-way parallelism is shown within objective function evaluation for
legibility, but production runs would exhibit 10,000-way parallelism.

Figure 1: Data-dependencies in task-parallel simulated annealing algorithm

to obtain timely results. In order to meet these computational requirements, we used the Beagle
supercomputer, a Cray XE6 operated by the University of Chicago Computation Institute.

3 Challenge: Load balancing and Stragglers
One challenge presented by the application is how to achieve good utilization of computing re-
sources when running many simulation tasks with widely varying runtimes. The straggler prob-
lem [3], where individual slow tasks hold up progress, is particularly acute for our application and
makes it challenge to achieve good utilization of computational resources: the launch of a parallel
ensemble can be held up by a single straggler from the previous ensemble.

One way we address this is by over-decomposing the problem, so that there are many more
tasks than processors. Load is then balanced by assigning tasks to idle processors on demand.
Many short-duration tasks can strain task dispatch systems, so this places additional reliance on
high-performance task dispatch. Morever, if we are executing only one annealing run at a time on
our resources, there is a trade-off between utilization and time-to-solution: as more processors are
allocated to the problem, the lower utilization drops [1].
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(a) Strong scaling of simulated annealing algorithm
at different compiler optimization levels (O0 the
lowest, O3 the highest).
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(b) Effect of task priorities on utilization and time
to solution.

Figure 2: Performance of Swift/T implementation

4 Solution: Parallel Scripting with Swift/T
Implementing the application is challenging, as we have to synchronize and aggregate results in a
scalable way. The control flow logic is non-trivial: the original sequential version of the annealing
algorithm has multiple levels of nested loops to be parallelized, along with moderately complex
logic for updating and accepting parameters.

In order to ease this task we used the Swift/T [8] programming system, to express the simu-
lated annealing algorithm in a high-level parallel script. The script is cooperatively executed by
an arbitrary number of nodes, allowing massive scalability. Runtime support for futures and data-
dependent tasks that waits for the result of multiple computations allows scalable and efficient ex-
ecution of dynamic task-based applications. This approach had several major advantages: a) ease
of porting; b) avoidance of concurrency bugs; c) scalability; and d) task prioritization support.

Porting the simulated annealing algorithm to Swift/T was made much easier since we could
express the parallel dataflow logic with loops and conditionals similar to the original code. Ap-
proximately 400 lines of Swift code replaced approximately 500 lines of C++ and 30 of lines
Python. Using the Swift language avoid some pitfalls of concurrent programming such as race
conditions, since it is implicitly parallel but deterministic by default [2], meaning that scripts are
deterministic unless explicitly non-deterministic features are used.

Swift/T allowed us to scale the application up to thousands of cores simply by expressing our
outer loops in Swift. A couple of technologies make this possible: the ADLB load balancer and the
STC optimizing compiler. ADLB is a distributed load balancing system where master processes
dispatch tasks to worker processes. It can scale to hundreds of thousands of cores and support task
prioritization [6]. STC is an optimizing compiler that can compile a high-level Swift script down
to lower-level data-flow and task operations that make efficient use of ADLB. Evaluation of the
script logic is also distributed among nodes, meaning that there is no centralized script evaluator to
become a bottleneck. Strong scaling and the benefit of compiler optimization is shown in Figure 2a.

We tackled the straggler problem and improved utilization by using the same resource to exe-
cute multiple simulated annealing instances simultaneously, allowing tasks from others instances
to fill in gaps left by stragglers. Swift/T’s support for task priorities was also helpful. We knew
that simulation runtime was correlated to one particular input parameters, so we prioritized these
longer-running tasks first. We could also identify slow simulated annealing instances that had
completed fewer parameter updates, and prioritize those to catch up so that all work could finish at
roughly the same time. Figure 2b illustrates at a small scale impact of task prioritization.
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5 Conclusions
We have already enumerated the advantages of using Swift/T to parallelize and scale up our appli-
cation. We believe that our experience will be applicable to other task-parallel applications with
relatively short-running tasks and a requirement for data-dependent task execution, such as param-
eter sweeps, iterative optimization and ensemble methods. For such applications, achieving good
resource utilization and scalability requires some planning and analysis to determine appropriate
computational resources and a range of techniques such as running multiple workloads concur-
rently and using task priorities to avoid stragglers.

Swift/T has advantages and disadvantages when compared with alternative systems. Compared
with a message-passing programming models such as MPI, a Swift/T script is easier and less error-
prone to implement, and a high-performance task distributor is included that outperforms simple
master-worker task distributors. However, lower-level facilities such as arbitrary point-to-point and
collective messages are not exposed to the programmer, which precludes certain optimizations.

Swift/T currently runs as a single MPI application, which allows high-performance and ex-
tremely scalable task dispatch and data-dependency tracking. However, currently resources are not
dynamically acquired and released during application execution. This limitation will be addressed
in future, but at the present time, other systems that are designed for distributed environments,
such as the original Swift/K implementation [7] or Condor [5] may be better suited for appli-
cations with long-running tasks that do not place as many demands on task dispatch, but where
dynamic resource management is important.
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